AI survey 2025  Answers in Green


A - Current situation – production use of AI/ML
NB: For this inventory we only consider ‘modern large-scale AI/ML techniques’
in the scope of this survey (i.e. not BDTs and/or lightweight NNs etc)
• Where is the major current impact of AI in your research area?
• 1.1) What are the physics areas of application where AI is having a
major impact internationally in production use in your research area?
• Briefly sketch the purpose of application and what ML/AI architectures/techniques
are currently used (LLM, GNNs etc…) along any with major computing resource requirements
(for training / for application)

Sascha: My work topic is AI/ML in fundamental physics since 10 years. I work 50-50 on ATLAS and non-ATLAS R+D.  ML Applications in ATLAS include in 2025 all steps of the analysis chain, ranging from close-to-detector readout,  tracking (transformers etc.), the search for new physics at LHC (anomaly detection), signal to background classification (final selection, e.g. dihiggs, object identification etc), final statistical analysis and limits on new physics (see e.g. susy-AI that learns general limits on SUSY in 19dimensions).

My personal applications outside ATLAS include astrophysics (object identification, localization), networks on dedicated neuromorphic hardware, Gravitational Wave analysis, Black Hole simulations, simulation of events (Monte Carlo), sampling of events, statistical inference, etc. 

Finally I investigate the development of Large Scale AI Models for physics (Large Physics Models) and we develop physics benchmarks for AI language models. 

Resource requirements are modest for narrow models (signal vs background), and large for tasks like tracking on language. Here dedicated GPU resources are required (H100 etc.)

Lydia: 1.1 Object reconstruction, particle ID including tagging 

Wouter:    Computing resources for application (inference) are typically modest  - AI-based mass reconstruction/flavor taggers fit within existing computing budgets. NBSI inference is computationally expensive for simulated  datasets since n-Dim Asimov datasets have very high event counts, but these can be accelerated to modest consumption (minutes) when data is strategically binned
   Computing sources for inference. I am personally unaware of the resource used for GNN f-tag and mass regression.   For NSBI training (a single published analysis to date) there were very large with present strategy followed     with use of Google cluster comprising O(1000) NVidia A100 cards. Reason is that they train a forest of O(1000)    networks for permille level calibration over entire score range. There are probably (much) more resource-optimized    ways to do this - but have not yet been used in production





• What is the involvement of Nikhef scientists in current efforts?
• 2.1) Are you involved in or internationally leading in R&D*
on the application of AI/ML methods in your research area?
Or are you mainly ‘end-users’?

Sascha: I think I am one of the few leading experts (and coordinators) for AI/ML in fundamental physics in Europe. I founded and led one of the first AI/ML collaborations in Europe (darkmachines from 2018-2023) and I am founder and board member of EuCAIF (the collaboration of AI/ML researchers in fundamental physics in Europe). I have contributed to about 50 publications in the field of AI/ML research and development. I lead + are inovled in research groups on transformer based tracking (10 people, 5 nikhef), anomaly detection + classification (10 people, 5 nikhef), Physics Language Models (7 people, AI & physics), AI Black Hole simulation (5 people, RU effort), AI gamma-ray analysis (RU effort, 5 people), foundation models (50 people within EuCAIF), AI-based Gravitational Wave analysis (4 people, 2 Nikhef).


Lydia: 2.1 Couple of people are leading, but with seriously limited support. Generally end-users or late adaptors.

Wouter: 2.1) I am involved in application of AI for SM Effective Field theory inference. Use of AI for optimized SMEFT inference is not yet mainstream, even though many theory and ML papers describe its advantages. I am leading (with Marcel and Lydia) the Nikhef effort in designing a new AI-assisted data analysis pipeline for SMEFT analysis (including PhD,MSc and BSc, about 10 FTE)
Within ATLAS this is an advanced effort (leading / on par with competition within ATLAS) - but not yet deployed in concrete analysis (but this is in the works).  [ In case Frank didnt send in his own survey - I note here that Frank has been convener of the AI flavor tagging task force at Nikhef,
with strong involvement of several PhD and staff at Nikhef, notably Osama, Walter, Ali, Carlo, Tristan ]






• 2.2) Who are the in-house experts? What is their expertise?
* AI/ML R&D here =
research and development of
ways to deploy AI/ML techniques
within your research domain
not core computer-science
research of entirely new AI techniquesPlease distinguish staff vs PhD/PD expertise.

Sascha: I typically supervise 2-3 PhD candidates and 3-5 Master's students focused on AI applications in physics. My expertise is among the most comprehensive currently available at Nikhef, encompassing over a decade of experience in various machine learning models and training on large-scale GPU environments. This expertise has been applied across numerous projects (about 3-4 publications on AI topics per year from astroparticle physics via LHC physics to things like Black Hole simulations), including collaborations with industry partners such as ASML for joint Master's projects. While specific staff expertise is also present in various other groups, such as the AI task force and individuals like Juan, FF, and Nicolo, their focus is generally not on the most modern architectures.
PhDs: I work with Zef & Ambre on ML topics and my PhDs (Polina, Nadezhda), likely others

Lydia: Staff: Sasha large scale revolution of GNN, transformers and LLM for wider goals and to a much lower degree myself with the development of statistical tests for ML (e.g. how we can do uncertainty estimation rather than general estimation with AI/ML). (PhDs: Karel/Marta inference of non-trivial quantities. Maybe Ambre (I don't know enough) probably more people


Wouter: In-house experts: application of AI to SMEFT analysis of ATLAS data: Marcel, WouterV, Lydia (staff), Oliver (PD), Karel, Marta (PhD)
Application to flavor tagging and ML regression: Frank, Tristan (staff) Carlo, Luca (PD), Osama, Ali, Walter (PhD)
Application to track reconstruction: Sascha and Sebastien (staff), Zef (PhD),  






• 2.3) To what extent use MSc/BSc projects in your group focus on AI/ML use?
Do you have experience with Comp.Science (AI) and/or Math students (Bsc/Msc/PhD)
in your group working AI/ML in physics?

Sascha: My group includes currently mainly AI students with physics backgrounds. I am official supervisor of AI master theses at RU. I currently supervise 3 AI Master students and 2 Physics Master students. I supervised >20 master students on AI/ML related tasks.

Lydia: Yes, nearly all (4, 1Msc, 3Bsc at this moment) since it's easier to get good students that way and it's a "safe" way to test out new methods that funding agencies still find too risky. 

Wouter: Most of the MSc and BSc projects I co-supervise extensively use ML, largely with focus on optimized SMEFT analysis. I presently supervise one VU CompSci AI student with a MSc project (Arturo), previously I supervised Math+Phys students (1 BSc and 1 MSc) on ML-related projects (training ML algorithms to be unbiased using fairness metrics - together with Tim van Erven KvdI)



• 2.4) Are you (at Nikhef) using AI-based coding assistance tools?

Sascha: Yes (experience with Mistral, Claude, Gemini (google collab), gpt, etc.)

Lydia: 2.4 No, but I want to.

Wouter: 2.4) I am currently not using any AI coding tools









B – Mid-term future (2-4 years) – effects of ongoing R&D in known AI/ML
On scale of O(3) years future of ML/AI in HEP is reasonably predictable, since it is dominated by deployment of
currently known AI/ML techniques and less on unpredictable emergence of new techniques
• What is the expected ML/AI use in your research area in the next years?
• 3.1) Extrapolating from current experience, where will future/improved deployment of ML/AI
bring strong gains in physics performance in the next few years?
What AI/ML techniques do you expect to perform strongly in the near future
(LLMs, foundation models, simulation-based inference, generative models etc etc)

 Sascha: I believe the use will go up, likely signficantly. There will likely a slow shift towards larger ai models in physics. 

Lydia: 3.1 I expect about a 10% gain overall in precision with some rare channels getting in reach due to the development of AI/ML. I think in the short term, e.g. O(3) years, the main gain will come from simulation based inference with AI/ML and foundation models for general analysis work. LLMs might help with tracking (I don't know) and generative models could be very helpful in certain inference problems where a phase-space change is present such as in unfolding. 

Wouter: 3.1) I expect AI/ML to be significantly used in almost all domains of data reconstruction and stastical inference in ATLAS, notably in track reconstruction (now only in R&D phase),  object reconstruction and identification (mass regression, flavor tagging, Higgs, Vboson, top tagging, boosted reconstruction) (already in deployment in many places - but still with room for much improvement), statistical analysis (deep NN-based Simulation Based inference), AI-based multi-dimensional unfolding. 



• 3.2) Are there major novel ML/AI application areas in the pipeline? (i.e. areas where ML is now not used)

 ML/AI is used almost everywhere, so this is a hard question.

Lydia: 3.2 I think it will mostly help to change the pipeline. Most places in the standard pipeline use some form of ML somewhere, even if it's a simple BDT, but the pipeline itself is sub-optimal for use with ML/AI

Wouter: AI-based track reconstruction is currently only in R&D phase, I expect this to strongly take off in the next years.
· NSBI has currently one published result (HZZ offshell) with a 30% observed improved over classical analysis of the same data, I expect this to strongly take off over the next years (in particular since it is such a natural fit to EFT-based analyses).
· AI-based unfolding in multiple dimensions - looks very promising, not much production use yet, but will start soon
· Generation of simulation data for production use - I expect to see large strides here (but with questions remaining to be solved on its statistical power relative to the training sample that was used)


• 3.3) What are the expected future computing resource requirements (for training / inference)?

 Sascha: Large GPU (H100/H200 etc.), computing may move completely to SURF and AI-factories ? We serious need to discuss the role of SURF. I expect that HEP computing may move from Tier-1 to AI-factories (e.g. Groningen for the NL) within the coming 10 years.

Lydia: 3.3 I don't know. Something often overlooked is the large size of the training data we need, often in the form of monte carlo data. I think we also need to think about the computing power we need for those, not only for the training itself. 

Wouter: If AI inference becomes mainstream (i.e. in ATLAS production use) and efficient computation of inference will require GPUs, than Tier-1 centers will need to be equipped on a large scale with inference capable units. I think it is a little early to say how exactly this will go, other than that it will happen sooner or later (sooner most likely on Tier-0 for trigger use, later for (re)processing at Tier-1s). Training of large-scale AI models (such as for tracking) requires GPUs with very large amounts of memory - research into such models is not very widespread in ATLAS, as not only expert knowledge, but also required hardware is scarce at present. 



• What is the involvement of Nikhef scientists in ML/AI deployment R&D for next years?
• 4.1) What is the ambition of your Nikhef research program for AI/ML use and deployment R&D?

 Sascha: My goal is to stay a leader in AI/ML in fundamental physics worldwide. For this we need growing investment at Nikhef. I initiated the topic in the NL and would like to play a leading role in upcoming activites.

Lydia: 4.1 I'm sure Sascha can answer this better than me. I want to work on the uncertainty estimation problem. I've got a collaboration with computer scientists and statisticians and physicists (including myself) set up and we're defining a whole bunch of alternative tests to be able to fully exploit what AI/ML will bring. 

Wouter:
· My personal ambition is to be at forefront of AI/ML R&D for SMEFT data analysis. We have a lot of experience with SMEFT analysis, and have been exploring the advances that AI/ML can bring to it in-house for several years. 
· In the context of the ENW-XL diHiggs - there is the ambition of a large group of staff to extensive use AI/ML to improve diHiggs/Higgs potential  measurements (ML-optimized event selection, ML-optimized continuous flavor tagging and boosted mass regression, ML-assistend end-to-end optimization of the entire pipeline with surrogate models, and ultimately in foundation models)
· In the context of future ATLAS tracking, investing in AI tracking is one of the strategic goals of the group with Sebastien as new staff (in addition to Sascha long standing expertise and experience in this)
· Within the group there is a lot of experience and interest in core statistical data analysis techniques (Lydia + Wouter mostly). Here we are keen to stay on the frontline of many AI developments  that impact inference, regression unfolding etc
· We have long-standing leadership and expertise in flavor tagging, which is already largely AI-based (GNN), and we expect to continue these developments)


• 4.1) Are there clear leading institutes/consortia in the international field in these R&D efforts?

 Sascha: Yes, US + in europe DESY, Paris area, CERN, Geneva area, etc. Mainly driven by individuals, a list of dominant institutes is similar to the member list of eucaif.org . In the NL we could have a strong/leading position (given experitse locally available e.g. in Amsterdam and Nijmegen). In Amsterdam also Christoph Weniger.

Lydia: 4.2 & 4.3 The uncertainty estimation problem goes through PhyStat of which I'm the chair, however there's large groups for example in heidelberg or Munich or some of the US institutes that have O(10) people working on it. Those all have in-house experts that have been hired specifically on AI/ML issues in a broader sense than a specific analysis or even experiment. 

Wouter: Clear leader in the field of AI applications - with focus on ATLAS - are (just a handful that come to mind now)
· Kyle Cranmer (Data Science Center Wisconsin, formely NYU) - has pioneered many applications for ML in HEP data analysis
· David Rousseau (ICJLab) 
· Lukas Heinrich (Karsruhe)
· Gille Loupe (Liege)
· Rafael Lopez et al (Amherst) 
· Daniel Whiteson (Irvine)
· Ben Nachman (SLAC)
· Johann Brehmer (NYU)
· Tilmann Plehn (Heidelberg)
· Tobias Golling (Geneva)

• 4.3) How do Nikhef efforts compare to these in a) expertise, b) person-power, c) infrastructure?

 Sascha: a) O(2) people in the NL work on AI/ML in fundamental physics since 5-10 years, this is already a strong experitse europe wide , b) person-power is very limited compared to other groups (mainly individual grants by O(2) people), still outstanding output, c) SURF has good infrastructure and keeps us alive, nikhef had very limited AI/ML infrastructure so far. Initial papers have all been written with local (self bought) GPU cards in Nijmegen.
Compared to leading US groups (but also Germany) we have no resources yet (some groups have O(5-10) phds on AI/ML). However, we could achieve a lot by bundling Nikhef resources. We also have many outstanding Master students with interest in AI & fundamenal physics.

Lydia: See 4.2

4.3) Within ATLAS/Nikhef - only Sascha has comparable level of expertise. Most groups are relatively small in their AI-focused
person power, typically 1 staff + few-to-many supervised PhD/PD, with the exception of Kyle who has 12 FTE of scientific personnel available for AI-related research (about half of which is in HEP). I don’t have a good overview of their resources: collegues in the US typically seem to have access to sizeabe training/inference resources through national infrastructures or deals with Google and other companies,
at a level that outstrips us by orders of magnitude




• 4.4) Who are your partners nationally and internationally in your efforts & ambitions?

Sascha: Many partners, all in eucaif.org (see member list, nationally Christoph Weniger). Various connections to AI department at Radboud, SURF, escience center, etc. At Nikhef I work with various people outside and inside ATLAS (e.g. Clara Nellist, Melissa van Beekveld, our tracking transformer group, etc.). In Nijmegen I have projects with Wim Beenakker, Susanne Westhoff, Heino Falcke and others.

Lydia: 4.4 Nationally nobody, internationally a whole bunch of groups, focusing on the groups mentioned in the previous point.

Wouter: 4.4) Speaking for myself ( on AI for SMEFT ) - mostly done in-house, working with Juan Rojo on AI for SMEFT, but with little
         international collaboration (although I have exchanged ideas and thoughts often with Kyle on this topic - but not at
        the level of a formal collaboration).
        For AI in flavor tagging and mass regression - Frank has been head of the ATLAS Collaboration task force on this - which organizes the
        international collaboration on this
        For AI in unfolding - I think Lydia knows better - but definitely collaboration with Tilman/Heidelberg
        For tracking - I think Sascha knows better




• 4.5) What expertise, person-power, infrastructure are you missing to
compete effectively and/or realize your ambitions?

Sascha: GPU infrastructure, AI/ML group not existing, AI/ML work is not very visible in  Nikhef and within the fundamental physics community in the NL at large (not slot e.g. in the jamboree since 10 years), support from Nikhef for the University (and vise versa).

Lydia: 4.5 In house expertise. Broader ML/AI expertise than what I try to do here. Statistical things I can do with international collaborations, but for the ML stuff I can't translate the language difference used between physics and ML people

Wouter: Speaking only for SMEFT-AI affort: Missing expertise mostly on the core-ML/AI part. How to choose best AI architectures,         efficient training, following latest emerging techniques. (on the SMEFT/physics side all expertise is in-house). Facilities: So far in-house
 computing has been sufficient, but have not trained much with truly large-scale models to inference a >>5-D observable space.
        Doing so will require much larger models. Also application to data will require excellent calibration - medium-size facility        for training/inference with O(10-20)D density estimation models will be needed in near future. Person-power: At present have several PhD and staff + small army of Msc/BSc to work on this. Mostly missing PD person power for expert supervision in medium term future 





• 4.6) What are your expectations and/or plans related to AI-driven coding assistance
and/or ChatGPT-style AI (physics) knowledge services?

Sascha: We may need our own inference machine at nikhef, we should serious think how we can get our own model for science in Europe.

Lydia: 4.6 Coding assistance sounds great to me. If people want to use ChatGPT in an ethically decent way that's fine too. I see no special place in the strategy for these tools, as I really see them as just that - a fast way to google something for some people. 

Wouter: 4.6)  I don’t have much expertise (or need) for ChatGPT-style coding assistance at the moment.




C – Long-term future (5-10 years) – future directions
Given the pace of developments in AI/ML, predicting the evolution of its future possibilities
on a 5–10y scale is rather speculative.
Instead, here we focus on future application areas where disruptive improvements
in AI/ML can make a difference
• Thinking ‘Disruptively Big’: what research applications are
a good target for future AI methods
• 5.1) What are problems ‘of interest’ that are currently unsolvable
(from practical computational point of view) but could be solvable with disruptive AI methods.
In other words, are there paradigm-changing way of thinking about
solving physics problems if ‘unlimited computational’ abilities were to be available?

Sascha: I recommend reading our paper on large physical models (see https://arxiv.org/abs/2501.05382), LLMs and foundation models. AI will completely change the way we do science. In my view, it will be the biggest upheaval in science for about 100 years (but I've been saying this for a while).

Lydia 5.1: I'd say a change in the whole pipe-line of how we do physics. Not everything in one-step either, but different steps to be taken. In this case I even think having an AI/ML find the right steps in a pipeline might be a real game-changer! Then we can move away from measuring the number of counts in some bin and go to a very nice real unbinned thing. 

Wouter:  Very long term I think the development of foundation models - pretrained on large datasets, and able to operate on    relatively low-level data (either truly ‘raw’ hits - or alternatively at the reconstructed particle level) offer exiting opportunities    for explorative high-level data analysis in the long term future. I am really not an expert in this - so this should all be taken     as (unrealistic) visions - but I could see a truly large-scale AI-based physics model replacing the current chain of simulation    and reconstruction tools, and be capable of retraining to answer specialized physics question - as long as these are formulated    in a mathematically closed form (i.e. a model/theory specification to look for in the data). A large general question that looms
    in this general area is how to deal with systematic uncertainties in our current understanding of detectors and physics theories.
    Most of these could - in principle be solved - with an exhaustive set of control measurement and a ‘profiling’ formulation of their    effect in physics analysis. But could something like this be worked out in a truly generalized form that doesn’t require close    human supervision for each individual measurement?

    In the area of sensor design and (larger-scale) detector design I think AI should be quite capable of making huge strides (aligning with
    the concept of ‘optimizal design’ in statistical theory). AI-assisted sensor and detector design could result in truly optimal solutions
    for future detectors - but is something that is likely very far away (and would also require quantifying a large amount of knowledge
    of detectors and sensors that is currently not formally described very well)



• D – Other
• 6.1) Is there any other information regarding the use and potential of ML/AI in your research area
that is relevant to be discussed in the task force?

Sascha: I am happy to help with ML/AI at Nikhef..

Lydia: 6.1 I think it's obvious that I think we need to invest in this. Please think about person-power and not only about buying machines. 



