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Schedule of these topical lectures
Wednesday 8th June
•

Morning session I & II: General introduction to Machine Learning, including supervised (regression
+ classi cation) and unsupervised learning and (deep) neural networks (Juan Rojo)

•

Afternoon session I & II: hands-on tutorials with Jupyter notebooks (supervised learning
regression + classi cation) (Tanjona Rabemananjara)

Thursday 9th June
•

Morning session I: advanced topics in machine learning: convolutional networks, adversarial
learning, reinforcement learning (Juan Rojo)

•

Morning session II: machine learning for LHCb/ avor physics (Jacco de Vries)

•

Afternoon session I: hands-on tutorials with Jupyter notebooks (unsupervised learning) (Tanjona
Rabemananjara)

•

Afternoon session II: hands-on tutorials with Jupyter notebooks (ML for LHCb/ avor physics)

Friday 10th June
Morning session I: CNNs in gravitational wave physics (Amit Reza)

•

Morning session II: machine learning for LHC high-pT physics (Johnny Raine)

•

Afternoon session I: hands-on tutorials with Jupyter notebooks (CNNs in GWs) (Amit Reza)

•

Afternoon session II: hands-on tutorials with Jupyter notebooks (ML ATLAS) (Johnny Raine)

•

Drinks!

fl

fl
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•

Why Machine Learning?
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Why these topical lectures?
Machine Learning rightly deserves to be part of the toolbox of a modern scientist

Essential for building modern models and algorithms in various areas of
particle and astroparticle physics as well as in (gravitational wave) astronomy
Very fast developments both in algorithms and in computing platforms have
signi cantly extended the breadth of problems that can be tackled with ML
Deep physical connections with many problems in physics and astronomy, e.g.
quantum computation, condensed matter systems, conservation laws, ….
Applied to problems even in very formal elds, e.g. string theory
Large interested in the community, societal implications (AI hype)

Furthermore, expertise in ML/AI is powerful asset for also for careers outside academia

fi

fi
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Problems in AI
Most problems tackled with Arti cial Intelligence fall in two categories

fi
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Problems in AI
Most problems tackled with Arti cial Intelligence fall in two categories
(1) abstract and formal: easy for computers but dif cult for humans
knowledge-based approach

e.g. chess (DeepBlue)
(chess is deterministic game
with nite number of options )

(2) intuitive, hard to formalize: easy for humans but dif cult for machines
concept capture and generalisation

e.g. pattern
recognition

fi

fi
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Problems in AI
Most problems tackled with Arti cial Intelligence fall in two categories
(1) abstract and formal: easy for computers but dif cult for humans
knowledge-based
approach
To excel in tasks which are
intuitive to humans
but dif cult to machines, an A.I.

system needs to acquire its own knowledge: the Machine is Learning
unlike in chess, where there is no new knowledge to acquire once rules are spelled out

e.g. chess (DeepBlue)

Machine Learning algorithms allow computers the ability to carry out a task without
being explicitly programmed how to do it by learning from examples

(2) intuitive, hard to formalize: easy for humans but dif cult for machines
concept capture and generalisation

e.g. pattern
recognition

fi

fi
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Learning to learn
Machine Learning algorithms can be divided into several classes, including

Supervised Learning:
regression, classi cation, …

fi
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Learning to learn
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clustering, data dimensional
reduction, ….
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Learning to learn
Machine Learning algorithms can be divided into several classes, including

Supervised Learning:
regression, classi cation, …
Unsupervised Learning:
clustering, data dimensional
reduction, ….

Reinforcement learning:
ef ciently react to changing
environment
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Learning to learn
Machine Learning algorithms can be divided into several classes, including

Supervised Learning:
regression, classi cation, …
Unsupervised Learning:
clustering, data dimensional
reduction, ….

Reinforcement learning:
ef ciently react to changing
environment
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The Machine Learning Galaxy I

In this course we will have time to cover only subset of ML algorithms and applications!
15

The Machine Learning Galaxy II

In this course we will have time to cover only subset of ML algorithms and applications!
16

Supervised Learning:
Model Fitting and Regression

17

Supervised learning
We denote as supervised learning the ML task of learning a function that maps
a vector of inputs to a vector of outputs from a nite set of training example
note that some assumptions will be needed: a function is an in nite-dimensional
object but learning takes place from a nite number of examples

main property of supervised learning: the training samples are labeled

fi
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Supervised learning
We denote as supervised learning the ML task of learning a function that maps
a vector of inputs to a vector of outputs from a nite set of training example
note that some assumptions will be needed: a function is an in nite-dimensional
object but learning takes place from a nite number of examples

main property of supervised learning: the training samples are labeled

xi = (xi,1, xi,2, …, xi,p)

→

data point (with p features)

yi
label

the label can be discrete (signal/noise, cat/dog) or continuous (output of function)

fi
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Supervised learning
We denote as supervised learning the ML task of learning a function that maps
a vector of inputs to a vector of outputs from a nite set of training example
note that some assumptions will be needed: a function is an in nite-dimensional
object but learning takes place from a nite number of examples

main property of supervised learning: the training samples are labeled
continuous outputs:
regression
model prediction

data point: BMI
label: % Fat

fi
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Supervised learning
We denote as supervised learning the ML task of learning a function that maps
a vector of inputs to a vector of outputs from a nite set of training example
note that some assumptions will be needed: a function is an in nite-dimensional
object but learning takes place from a nite number of examples

main property of supervised learning: the training samples are labeled
continuous outputs:

discrete outputs:

regression

classi cation

model prediction

cat or dog?

fi
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Supervised learning
We denote as supervised learning the ML task of learning a function that maps
a vector of inputs to a vector of outputs from a nite set of training example
note that some assumptions will be needed: a function is an in nite-dimensional
object but learning takes place from a nite number of examples

main property of supervised learning: the training samples are labeled
discrete outputs:
classi cation

data point: RGB values of each pixel
label: car or dog

fi

fi

fi
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Setting up the problem
problems in Supervised Machine Learning are de ned by the following ingredients:

(1) Input dataset:

= (X, Y)
array of dependent
variables

array of independent
variables

Y = (y1, y2, …, yN)

X = (x1, x2, …, xN)

xi = (xi,1, xi,2, …, xi,p)

𝒟

each independent variable contains p features

fi
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Setting up the problem
problems in Supervised Machine Learning are de ned by the following ingredients:

(1) Input dataset:

= (X, Y)
array of dependent
variables

array of independent
variables

Y = (y1, y2, …, yn)

X = (x1, x2, …, xn)

xi = (xi,1, xi,2, …, xi,p)
(2) Model:

each independent variable contains p features

f (X, θ)

mapping between dependent
and independent variables

model parameters

θ = (θ1, θ2, …, θm)

f : X→Y
𝒟

the more complex the problem, the more exible the model

fi
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Setting up the problem
problems in Supervised Machine Learning are de ned by the following ingredients:

(1) Input dataset:
(2) Model:
(3) Cost function:

= (X, Y)

f (X, θ)

C (Y; f(X; θ)

The cost function measures how well the model (for a speci c choice of its
parameters) is able to describe the input dataset
example of cost function for single dependent variable: sum of residuals squared

𝒟

1
2
C (Y; f(X; θ) =
yi − f(xi, θ))
(
n∑
fi

fi
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Setting up the problem
problems in Supervised Machine Learning are de ned by the following ingredients:

(1) Input dataset:
(2) Model:
(3) Cost function:

= (X, Y)

f (X, θ)

C (Y; f(X; θ)

The cost function measures how well the model (for a speci c choice of its
parameters) is able to describe the input dataset
Fitting the model means determining the values of its
parameters which minimise the cost function

∂C (Y; f(X; θ)
∂θi

=0

fi
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fi

𝒟

θ=θopt

Model tting
before dealing with more sophisticated samples of Machine Learning, let’s illustrate the
main aspects of model tting with a simple example: polynomial regression in 1D
First of all we can generate data following a known underlying law and then adding
stochastic noise, to emulate a realistic situation

yi = f(xi) + ηi ,
dependent
variable

i = 1,…, n

independent
variable

uncorrelated
Gaussian variable

⟨ηi⟩ = 0

the physical law
(might be known)

⟨ηi ηj⟩ = σ δij
2

The larger the value of the noise σ
compared to the variations of the law f,
the noisier the data

noise strength

fi

fi
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Model tting
in the real world we would have only the information about the ``measurements’’

= (X, Y)
and our goal is to extract the underlying physical law from this data
We need to de ne classes of models that might provide a good description of the data,
in a way that its parameters encode the main features of the physical law

fα(x; θα)
model
prediction

label of
model class

parameters of
model class α

we want to compare the performance of models with different complexities: different

𝒟

functional forms, number of parameters, intrinsic exibility, ….

fl
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Model tting
The simplest possible model is a polynomial: polynomial regression

fα(x; θα) =

Nα

∑
j=0

θα,j x

j

for example the model class that contains all possible cubic polynomials is

f3(x; θ3) =

3

∑
j=0

θ3,j x j

a more complex model does not necessarily imply a more predictive one: the appropriate
amount of complexity depends on the features of the data sample (e.g. size, variability)
in polynomial regression the model parameter are given by least-squares method

n

θ ̂ = arg minθ{
yi − fα(xi; θα)) }
(
∑
2

i=1

minimise sum of residuals squared

fi
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Model tting
Simples case: least-squares method for order-one polynomials

fq(x; θ1) =

1

∑
j=0

j

θα,j x = θ1,0 + θ1,1x

which is nothing but the linear regression taught in rst-year statistics

n

θ ̂ = arg minθ{
yi − θ1,0 − θ1,1x) }
(
∑
2

i=1

where you can compute analytically the best- t values of the coef cients

fi

fi

fi
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Model tting
Simples case: least-squares method for order-one polynomials

n

∂
2
yi − θ0 − θ1xi)
(
∂θ0 ∑
i=1

θ0 ̂

n

∂
2
yi − θ0 − θ1xi)
(
∂θ1 ∑
i=1

θ1 ̂

=0
=0

and by solving this linear system of equations one obtains the model parameters

θ1 ̂ =

⟨xy⟩ − ⟨x⟩ ⟨y⟩

⟨ ⟩ − ⟨x⟩
θ0 ̂ = ⟨y⟩ − θ1 ̂ ⟨x⟩
2

x2

averages computed ever the n elements of the data sample

fi
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Best- t model
What is the best strategy to determine the model parameters?

fi
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Best- t model
What is the best strategy to determine the model parameters?
Seems a silly question, surely those are simply minimum of cost function?

n

θ ̂ = arg minθ{
yi − fα(xi; θα)) }
(
∑
2

i=1

fi
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What is the best strategy to determine the model parameters?
Seems a silly question, surely those are simply minimum of cost function?

n

θ ̂ = arg minθ{
yi − fα(xi; θα)) }
(
∑
2

i=1

However this is in general not the case, because:
Real world data is noisy: we want to learn the underlying law, not the statistical
uctuations
More than tting the data, our real goal is to create a model that predicts future/
different data: we need gures of merit outside the training dataset!
To ensure that our model describes the underlying law (and thus one can safely
generalise) rather than the noise, a regularisation procedure needs to be used

fi

fi
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Best- t model

f(x) = 2x ,

Model tting

x ∈ [0,1]

f(x) = 2x − 10x 5 + 15x 10 ,

in the absence of noise, tting and predicting
are identical, provided model has enough exibility

x ∈ [0,1]

fl
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f(x) = 2x ,

x ∈ [0,1]

5

10

f(x) = 2x − 10x + 15x ,

fi

Juan Rojo

Model tting

x ∈ [0,1]

in the presence of noise, models with
less complexity can exhibit improved predictive power

36

D-ITP Advanced Topics: Machine Learning

What is the best strategy to determine the model parameters?
rst of all, divide input dataset into two disjoint sets

=

tr

+

training dataset:
used to extract model parameters

val
validation dataset:
used to monitor generalisation power

the model parameters are determined using information from training dataset

θ ̂ = arg minθ{C (Yth, f(Xtr; θ))}

while the performance of the model (generalisation, extrapolation) is evaluated by
computing the cost function on the validation dataset

𝒟

C (Yval, f(Xval; θ )̂ )

𝒟

𝒟
fi

Cross-validation: regularisation

37

Cross-validation (regularisation)
In-sample (training) error

Out-of-sample (validation) error

Etr ≡ C (Ytr, f(Xtr; θ )̂ )

Eval ≡ C (Yval, f(Xval; θ )̂ )

Splitting the data into mutually exclusive training and validation sets provides an
unbiased estimate for the predictive performance of the model

In ML problems one should select the model that minimises the out-of-sample
error Eval, since this is the model that generalises in the most ef cient way
note that choices on how to partition
the dataset will affect the conclusion
about which is best model

fi
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Cross-validation (regularisation)
In-sample (training) error

Out-of-sample (validation) error

Etr ≡ C (Ytr, f(Xtr; θ )̂ )

Eval ≡ C (Yval, f(Xval; θ )̂ )

Splitting the data into mutually exclusive training and validation sets provides an
unbiased estimate for the predictive performance of the model

In ML problems one should select the model that minimises the out-of-sample
error Eval, since this is the model that generalises in the most ef cient way

Fitting is not predicting: in general the model that describes better a given set of data
will not be the one that generalises and predicts better related datasets

fi
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Regularisation
In ML, the common goal of regularisation strategies is to modify the learning
algorithms to reduce its generalisation error without increasing its training error

n

1
2
C(θ) =
yi − f(xi; θ))
(
n∑
i=1

unregularised cost function

n

1
2
T
C(θ) =
yi − f(xi; θ)) + λθ θ
(
n∑
i=1
regularisation hyperparameter,
to be tuned

40

regularised cost function

weight-decay regularisation:
model parameters with smaller
L2-norms are preferred

Regularisation
In ML, the common goal of regularisation strategies is to modify the learning
algorithms to reduce its generalisation error without increasing its training error

n

1
2
C(θ) =
yi − f(xi; θ))
(
n∑
i=1

unregularised cost function

n

1
2
T
C(θ) =
yi − f(xi; θ)) + λθ θ
(
n∑
i=1

regularised cost function

no free lunch,
careful tuning of
regularisation
required
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Regularisation
In ML, the common goal of regularisation strategies is to modify the learning
algorithms to reduce its generalisation error without increasing its training error

n

1
2
C(θ) =
yi − f(xi; θ))
(
n∑
i=1

unregularised cost function

n

1
2
T
C(θ) =
yi − f(xi; θ)) + λθ θ
(
n∑
i=1

regularised cost function

no free lunch,
careful tuning of
regularisation
required
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Supervised Learning:
Deterministic Optimisation
Strategies

43

Optimisation strategies
problems in Supervised Machine Learning are de ned by the following ingredients:

(1) Input dataset:
(2) Model:
(3) Cost function:

= (X, Y)

f (X, θ)

C (Y; f(X; θ)

the model parameters are then found by minimising the cost function
for simple models (e.g. polynomial regression), the solution of this minimisation problem can be found
analytically. This is not possible with complex models in realistic applications. In the context of ML
studies, there exist two main classes of minimisers (optimisers) that are frequently deployed:

Gradient Descent and its generalisations

𝒟

Genetic Algorithms and its generalisations

fi
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Gradient Descent
basic idea: iteratively adjust the model parameters in the direction where the
gradient of the cost function is large and negative (steepest descent direction)

45

Gradient descent
basic idea: iteratively adjust the model parameters in the direction where the
gradient of the cost function is large and negative (steepest descent direction)
Our goal is thus to minimise an error (cost) function that can usually be expressed as

E (θ) =
E(θ) =

n

n

∑
i=1

ei(xi; θ)

e.g. in polynomial regression we had that

yi − fα(xi; θα))
(
∑

2

so

i=1

ei = (yi − fα(xi; θα))

and we will see that in logistic regression (classi cation problems)

∑
i=1

T
T
−y
ln
σ(x
θ)
−
(1
−
y
)ln[1
−
σ(x
( i
i
i
i θ])
aka the cross-entropy, relevant for categorisation
46
fi

E(θ) =

n

2

Gradient descent

fi
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What do you think is key bene t of GD?

Gradient descent

48

Only local information (gradient) required!

Gradient descent
starting from a suitable initial condition, GD iteratively updates the model parameters:

vt = ηt ∇θ E(θt) ,
learning rate

gradient of
cost function

θt+1 = θt − vt
update of model parameters
between iterations t and t+1

the learning rate determines the size of the step in the direction of the gradient

What could go wrong when choosing the learning rate?

49

Gradient descent
starting from a suitable initial condition, GD iteratively updates the model parameters:

vt = ηt ∇θ E(θt) ,
learning rate

gradient of
cost function

θt+1 = θt − vt
update of model parameters
between iterations t and t+1

the learning rate determines the size of the step in the direction of the gradient

small η: guaranteed to nd
local minimum, at price of
large number of iterations

large η: can overshoot minimum,
problems of convergence
nb evaluating gradient
can be very cpu-intensive!

fi
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Gradient descent
starting from a suitable initial condition, GD iteratively updates the model parameters:

vt = ηt ∇θ E(θt) ,
learning rate

gradient of
cost function

θt+1 = θt − vt
update of model parameters
between iterations t and t+1

compare GD with Newton’s method: rst Taylor-expand of cost function
for a small change of the model parameters

1 T
E (θ + v) ≃ E (θ) + ∇θ E (θ) ⋅ v + v H(θ)v
2
2
∂ E(θ)
Hij(θ) =
{ ∂θi∂θj }

Hessian matrix (2nd derivatives)

fi
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Gradient descent
starting from a suitable initial condition, GD iteratively updates the model parameters:

vt = ηt ∇θ E(θt) ,
gradient of
cost function

learning rate

θt+1 = θt − vt
update of model parameters
between iterations t and t+1

compare GD with Newton’s method: rst Taylor-expand of cost function
for a small change of the model parameters

1 T
E (θ + v) ≃ E (θ) + ∇θ E (θ) ⋅ v + v H(θ)v
2

and then differentiate with respect to the step requiring that the linear term vanishes

∂E (θ + v)
∂v

vopt

∇θ E (θ) + H(θ)vopt = 0

=0

−1

vt = H (θt) ⋅ ∇θ E(θt) ,
fi
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θt+1 = θt − vt

Gradient descent
Newton’s method

53

Gradient descent
Gradient Descent
Newton’s method

vt = ηt ∇θ E(θt) ,
−1

θt+1 = θt − vt

vt = H (θt) ⋅ ∇θ E(θt) ,

θt+1 = θt − vt

Why Newton’s method not suitable for machine learning problems?
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Gradient descent
Gradient Descent

vt = ηt ∇θ E(θt) ,

Newton’s method

−1

θt+1 = θt − vt

vt = H (θt) ⋅ ∇θ E(θt) ,

Newton’s method not practical for ML
applications: it involves evaluation
and inversion of Hessian matrices
with M2 entries, with M = number of
model parameters

But it provides useful ideas about how
to improve GD, for example by
adapting the learning rate to the
local curvature of region of the
parameter space
suggest improvements of GD!
55

θt+1 = θt − vt

Advanced gradient descent
the simplest implementation of GD, unsurprisingly, has several limitations
It converges to local, rather than global, minima of the cost function
poor performance for realistic applications
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Advanced gradient descent
the simplest implementation of GD, unsurprisingly, has several limitations
It converges to local, rather than global, minima of the cost function
poor performance for realistic applications

Evaluating gradients is computationally expensive for large datasets

E(θ) =

n

yi − fα(xi; θα))
(
∑
i=1

2

involves sum over all n data points

57

Advanced gradient descent
the simplest implementation of GD, unsurprisingly, has several limitations
It converges to local, rather than global, minima of the cost function
poor performance for realistic applications
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2

involves sum over all n data points

Very sensitive to choice of learning rates
Ideally one would like an adaptive learning rate
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Advanced gradient descent
the simplest implementation of GD, unsurprisingly, has several limitations
It converges to local, rather than global, minima of the cost function
poor performance for realistic applications

Evaluating gradients is computationally expensive for large datasets

E(θ) =

n

yi − fα(xi; θα))
(
∑
i=1

2

involves sum over all n data points

Very sensitive to choice of learning rates
Ideally one would like an adaptive learning rate

Treats uniformly all directions in the parameter space
and why this is a problem??
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Advanced gradient descent
the simplest implementation of GD, unsurprisingly, has several limitations
It converges to local, rather than global, minima of the cost function
poor performance for realistic applications

Evaluating gradients is computationally expensive for large datasets

E(θ) =

n

yi − fα(xi; θα))
(
∑
i=1

2

involves sum over all n data points

Very sensitive to choice of learning rates
Ideally one would like an adaptive learning rate

Treats uniformly all directions in the parameter space
we would like to use info also on curvature (as in Newton’s method)

Generalised Gradient Descent methods have been developed to address
these shortcomings and are at the basis of modern deep learning methods
60

Stochastic gradient descent
Stochasticity can be added to GD by approximating the gradient on a
subset of the training data, called a mini-batch

∇θ E(θ) =

n

∑
i=1

∇θ ei(xi; θ) ≃ ∇θ E
k = 1,…, n/K

MB

(θ) ≡

∑

i∈Bk

∇θ ei(xi; θ)

# points per batches

# batches

We then cycle over all mini-batches, updating the model parameters at each step k

vt =

MB
ηt ∇θ E(θt) ,

θt+1 = θt − vt

A full iteration over all n data points (over the n/K batches) is called an epoch
bene ts of SGD: stochasticity prevents getting stuck in local minima, the calculation of
the gradient is speed up & stochasticity acts as natural regulariser

fi

61

Adding momentum to SGD
SGD can be used with a momentum term that provides some memory
on the direction in which one is moving in the parameter space

vt = γvt−1 +

MB
ηt ∇θ E(θt) ,

θt+1 = θt − vt

momentum parameter ( 0 < ɣ < 1)

Δθt+1 = γΔθt − ηt ∇θ E(θt),
proposed parameter
change in iteration t+1

Δθt = θt − θt−1

proposed parameter
change in iteration t

momentum in SGD helps to gain speed in directions with persistent but
small gradients, while suppressing oscillations in high-curvature directions.

62

Adaptative Gradient Descent
Adaptative GD varies the learning rate to re ect the local curvature of
the parameter space without the need to evaluate the Hessian matrix
RMSprop: keep track also of the second moment of gradient, similar as how
the momentum term is a running average of previous gradients

gt

θt+1 = θt − ηt
gt = ∇θ E(θ)

st + ϵ

regulator to avoid
numerical divergences

st = βst−1 + (1 −

2
β)gt

gradient at iteration t
controls averaging time of 2nd
moment of gradient

st = [gt2]

β = 1 → st = st−1

2nd moment of gradient

β = 0 → st = gt2

(averaged over iterations)

𝔼

effective learning rate reduced in directions where gradient is consistently large

fl
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Adaptative Gradient Descent
Adaptative GD varies the learning rate to re ect the local curvature of
the parameter space without the need to evaluate the Hessian matrix
ADAM: adaptively change the parameters from information on running
averages of rst and second moments of the gradient

gt = ∇θ E(θ)
mt = β1mt−1 − (1 − β1)gt
m t̂ =

sets lifetime
of rst moment

mt

st = β2st−1 + (1 − β2)gt2
s t̂ =

1 − (β1)

t

s t̂ + ϵ

fl

fi
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fi

1 − (β2)

m t̂

θt+1 = θt − ηt

st

t

sets lifetime
of second moment

Adaptative Gradient Descent
Adaptative GD varies the learning rate to re ect the local curvature of
the parameter space without the need to evaluate the Hessian matrix
ADAM has two main advantages: (i) adapting step size to cut off large gradient directions
(prevent oscillations) and (ii) measuring gradients in a natural length scale

σt = s t̂ − ( m t̂ )

to see this, express the ADAM update rules in terms of the variance in parameter space

2

m t̂

and we can see that the update rule for one of the parameters reads now

Δθt+1 = − ηt

σt2 + m 2t̂ + ϵ

small uctuations
of gradient

large uctuations

Δθt+1 → − ηt

Δθt+1 = − ηt m

learning rate promotional to signal-to-noise ratio
fl

fl

65
fl

2
t̂ /σt

of gradient

(Arti cial)
Neural Networks

fi
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Arti cial Neural Networks
Inspired by biological brain models, Arti cial Neural Networks (ANNs) are
mathematical algorithms designed to excel where domains as their evolutiondriven counterparts outperforms traditional algorithms in tasks such as pattern
recognition, forecasting, classi cation, ...

what makes our brain so powerful?

fi

fi

fi
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Arti cial Neural Networks
Inspired by biological brain models, Arti cial Neural Networks (ANNs) are
mathematical algorithms designed to excel where domains as their evolutiondriven counterparts outperforms traditional algorithms in tasks such as pattern
recognition, forecasting, classi cation, ...

Our brain has 100 billion
neurons …. connected
among them via 1 million
billion synapses!

fi

fi

fi
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Arti cial Neural Networks
Inspired by biological brain models, Arti cial Neural Networks (ANNs) are
mathematical algorithms designed to excel where domains as their evolutiondriven counterparts outperforms traditional algorithms in tasks such as pattern
recognition, forecasting, classi cation, ...

in ML context, ANN provide a exible, powerful non-linear model for many problems

fi

fi

fl

fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning

The basic unit of a NN is the neuron, a
transformation of a set of d input
features into a scalar output

x = (x1, x2, …, xd) → a(x)
mapping

neuron inputs

neuron output
(activation state)

key feature: mapping is (highly) non-linear

fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning

The basic unit of a NN is the neuron, a
transformation of a set of d input
features into a scalar output

x = (x1, x2, …, xd) → a(x)
mapping

neuron inputs

neuron output
(activation state)

key feature: mapping is (highly) non-linear
Q: why a non-linear mapping could be so
important for neural networks?

(what happens when combining linear transformations?)

fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning

x = (x1, x2, …, xd )

The basic unit of a NN is the neuron, a
transformation of a set of d input
features into a scalar output

a(x)

x = (x1, x2, …, xd) → a(x)
mapping

x = (x1, x2, …, xd) → a(x)
neuron inputs

neuron output
(activation state)

biology analog: input are electric pulses, output
the activation state of the neuron

fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning

fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning

The basic unit of a NN is the neuron, a
transformation of a set of d input
features into a scalar output

x = (x1, x2, …, xd )

a(x)

x = (x1, x2, …, xd) → a(x)
mapping

x = (x1, x2, …, xd) → a(x)
neuron inputs

neuron output
(activation state)

These neutrons are arranged in layers,
which in turn are stacked on each other. The
intermediate layers are called hidden layers
Here we will focus on feed-forward NNs,
where the output of the neurons of the
previous layer becomes the input of the
neurons in the subsequent layer
fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning
a linear operation, weighting the various inputs

z (i) = x T ⋅ θ (i) + θ0(i)

the neural network output has
two components

neuron i-th neuron i-th neuron
inputs parameters
bias

fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning
a linear operation, weighting the various inputs

z (i) = x T ⋅ θ (i) + θ0(i)

the neural network output has
two components

neuron i-th neuron i-th neuron
inputs parameters
bias

a non-linear transformation

a (i)(x) = σi(z (i))
i-th neuron
activation state

i-th neuron
activation function (non-linear)

the parameters of NNs are often called
``weights’’ and ``thresholds’’

the choice of non-linear activation function affects the computational and training
properties of the neural nets, since they modify the output gradients required for GD training
NN nonlinearly only via activation functions!

fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning
a linear operation, weighting the various inputs

z (i) = x T ⋅ θ (i) + θ0(i)

the neural network output has
two components

neuron i-th neuron i-th neuron
inputs parameters
bias

a non-linear transformation

a (i)(x) = σi(z (i))
i-th neuron
activation state

i-th neuron
activation function (non-linear)

the parameters of NNs are often called
``weights’’ and ``thresholds’’

What do you think that ``neural network training’’ means at this point?

fi
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Neural Networks
Neural Nets can be de ned as neural-inspired nonlinear models for supervised learning
a linear operation, weighting the various inputs

z (i) = x T ⋅ θ (i) + θ0(i)

the neural network output has
two components

neuron i-th neuron i-th neuron
inputs parameters
bias

a non-linear transformation

a (i)(x) = σi(z (i))
i-th neuron
activation state

i-th neuron
activation function (non-linear)

the parameters of NNs are often called
``weights’’ and ``thresholds’’

Neural Network training or learning means adjusting the model parameters
(weights and biases) to optimise some gure of merit (cost function)

fi

fi
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Activation functions

what is the main difference between these various activation functions?
and how it could affect NN training?

79

Activation functions

Activation functions can be classi ed between those that saturate at large inputs (e.g. sigmoid)
and those that do not saturate at large inputs (e.g. Recti ed Linear Units ReLU)
The choice of non-linearities has important implications for GD NN training methods:

=0

z≫1

ReLU

dσ
dz

vanishing gradients are problematic for deep networks: loss of sensitivity
fi
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fi

sigmoid

dσ
dz

z≫1

≠0

A simple network
to realise that NNs are nothing mysterious but just a complex non-linear mapping between
inputs and outputs, consider the explicit calculation of the output of a simple network

can one evaluate analytically a1(3) as function of x1, x2, x3?

81

A simple network
to realise that NNs are nothing mysterious but just a complex non-linear mapping between
inputs and outputs, consider the explicit calculation of the output of a simple network

using the three inputs (Layer 1), compute activation states of neurons in Layer 2
(1)
(1)
(1)
(1)
a1(2) = σ (x1θ11
+ x2θ12
+ x3θ13
+ θ10
)
(1)
(1)
(1)
(1)
a2(2) = σ (x1θ21
+ x2θ22
+ x3θ23
+ θ20
)
(1)
(1)
(1)
(1)
a2(3) = σ (x1θ31
+ x2θ32
+ x3θ33
+ θ30
)
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A simple network
to realise that NNs are nothing mysterious but just a complex non-linear mapping between
inputs and outputs, consider the explicit calculation of the output of a simple network

using the activation states of neurons in Layer 2, compute activation state of output neuron
(2)
(2)
(2)
(2)
a1(3) = σ (a1(2)θ11
+ a2(2)θ12
+ a3(2)θ13
+ θ10
)

NN output is analytical function of the inputs and the model parameters
83

A simple network
to realise that NNs are nothing mysterious but just a complex non-linear mapping between
inputs and outputs, consider the explicit calculation of the output of a simple network
(1)
(1)
(1)
(1)
(2)
a1(3) = σ σ (x1θ11
+ x2θ12
+ x3θ13
+ θ10
θ
+
)
11
(

(1)
(1)
(1)
(1)
(2)
σ (x1θ21
+ x2θ22
+ x3θ23
+ θ20
θ
) 12 +

(1)
(1)
(1)
(1)
(2)
(2)
σ (x1θ31
+ x2θ32
+ x3θ33
+ θ30
θ
+
θ
) 13
10
)

substitute the activation function e.g. for the sigmoid and you
have the analytic output of a simple NN
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The Universal Approximation Theorem
theorem: a neural network with a single hidden layer and enough neurones can approximate
any continuous, multi-input/multi-output function with arbitrary accuracy

neural networks exhibit universality properties: no matter what function we want to
compute, we know (theorem!) that there is a neural network which can carry out this task

See M. Nielsen, Neural Networks and Deep Learning: http://neuralnetworksanddeeplearning.com/chap4.html
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The Universal Approximation Theorem
theorem: a neural network with a single hidden layer and enough neurones can approximate
any continuous, multi-input/multi-output function with arbitrary accuracy

what do you think is the advantage as compared to e.g. Chebyshev polynomials?

f(x) =

n

∑
i=1

86

aiTi(x)

The Universal Approximation Theorem
theorem: a neural network with a single hidden layer and enough neurones can approximate
any continuous, multi-input/multi-output function with arbitrary accuracy

what do you think is the advantage as compared to e.g. Chebyshev polynomials?

f(x) =

n

∑
i=1

aiTi(x)
i)

interpolating polynomials unstable for large n

ii) dif cult to generalise to multiple inputs

fi
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Deep Networks
A neural network can thus be thought of a complicated non-linear mapping between the
inputs and the outputs that depends on the parameters (weights and bias) of each neuron
We can make a NN deep by adding hidden layers, which greatly expands their
representational power, also known as expressivity

``deep’’ = several
hidden layers
88

NN training
As standard in Supervised Learning, the rst step to train a NN is to specify a cost function

y î (θ) ,

(xi, yi) , i = 1,…, n
for each of the n data points …

i = 1,…, n

… the output of the NN provides the model prediction

the loss function depends on whether the NN should provide continuous or categorical
(discrete) predictions. For continuous data we can have the mean square error

n

2
1
E(θ) =
yi − y î (θ))
(
n∑
i=1
for categorical data we use the cross-entropy, which for binary (true/false) classi cation is

1 n
E(θ) =
yi ln y î (θ) + (1 − yi)ln(1 − y î (θ))
(
n∑
i=1
where the true labels satisfy

yi ∈ {0,1}

NN training are based on a speci c version of GD methods: backpropagation

fi

fi

fi
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Backpropagation
For deep NNs the brute-force evaluation of the gradients of the cost function is impractical

GD method:

vt = ηt ∇θ E(θt) ,

learning rate

gradient of
cost function

θt+1 = θt − vt
update of model parameters
between iterations t and t+1

Why? What prevents us from using simple GD to train NNs?
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Backpropagation
For deep NNs the brute-force evaluation of the gradients of the cost function is impractical

vt = ηt ∇θ E(θt) ,

GD method:

learning rate

gradient of
cost function

θt+1 = θt − vt
update of model parameters
between iterations t and t+1

Why? What prevents us from using simple GD to train NNs?
i)

In general cost function at in many parameters: at
directions

ii) Numerically instability of nested gradients
iii) Requires evaluating network activation states multiple
times for every songle iteration

fl

fl
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Backpropagation
For deep NNs the brute-force evaluation of the gradients of the cost function is impractical

GD method:

vt = ηt ∇θ E(θt) ,

learning rate

gradient of
cost function

θt+1 = θt − vt
update of model parameters
between iterations t and t+1

instead one uses backpropagation, which cleverly exploits the layered structure of NNs
we will use the following notation:
A neural network with L layers, labelled as l=1,…,L
ωjk(l): weights connecting k-th neuron in the (l-1)-th layer to j-th neutron in the l-th layer
bj(l) : bias of the j-th neuron in the l-th layer
aj(l): activation state of the j-th neuron in the l-th layer
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Backpropagation
feed-forward NNs: the activation state of the j-th neuron in the l-th layer is a
(nonlinear) function of the activation states of all the neutrons in the (l-1)-th layer

(l)
aj

=

nl−1

(l) (l−1)
σ
ωjk ak
(∑
k=1

+

)

(l)
bj

≡

(l)
σ(zj ) ,

j = 1,…, nl

the cost function of the NN therefore depends on:
aj(L): activation states of the neurons on the output layer L (directly)
aj(l) : activation states of the neurons on the hidden layers l <L (indirectly)
we de ne the error associated to the j-th neuron in the output layer and hidden layers as

(L)
Δj

≡

∂E(θ)
∂zj(L)

(l)
Δj

≡

∂E(θ)
∂zj(l)

=

(l)
da
∂E(θ) j

∂aj(l) dzj(l)

here assume that output layer is linear: ensures that model predictions are unbounded

fi
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Backpropagation
Δ(L)
j

=

∂E(θ)
(L)
∂zj

Δ(l)
j

∂E(θ)

=

∂zj(l)

=

∂E(θ)
∂aj(l)

σ′ (zj(l))

to derive the backpropagation equations, we will use the chain rule & NN layer structure

Δ(l)
j

=

∂E(θ)
(l)
∂zj

=

nl+1

(l+1)
∂E(θ) ∂zk
∑ ∂z (l+1) ∂z (l)
j
k
k=1

=

nl+1

(l+1)
∂z
(l+1) k
Δk
(l)
∑
∂zj
k=1

where here we exploit the NN layered structure: activation states of neurons in
(l+1)-th layer depends only on activation states of neurons in l-th layer

∂zj(l)

=

=

nl+1

(l+1)
(l)
Δ(l+1)
ω
σ′
z
(
j )
k
kj
∑
( k
)

￼

=

∂E(θ)

(l+1)
∂z
(l+1) k
Δk
(l)
∑
∂z
j
k=1

￼

Δ(l)
j

nl+1
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Backpropagation
Δ(L)
j

∂E(θ)

=

(L)
∂zj

Δ(l)
j

∂E(θ)

=

=

∂zj(l)

∂E(θ)
∂aj(l)

σ′ (zj(l))

to derive the backpropagation equations, we will use the chain rule & NN layer structure

Δ(l)
j

=

∂E(θ)
(l)
∂zj

=

nl+1

(l+1)
∂E(θ) ∂zk
∑ ∂z (l+1) ∂z (l)
j
k
k=1

nl+1

(l+1)
∂z
(l+1) k
Δk
(l)
∑
∂zj
k=1

=

where here we exploit the NN layered structure: activation states of neurons in
(l+1)-th layer depends only on activation states of neurons in l-th layer
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∑

k′=1

ωjk′σ(zk′l ) + bj(l+1)
￼

nl
￼

k′=1

nl+1

(l+1)
(l)
Δ(l+1)
ω
σ′
z
(
j )
k
kj
∑
( k
)

(l+1) (l)
ωjk′
ak′ + bj(l+1) =
￼

∑

=

￼

zk(l+1) =

nl

(l+1)
∂z
(l+1) k
Δk
(l)
∑
∂z
j
k=1

￼

∂zj(l)

=

￼

￼

=

∂E(θ)

￼

Δ(l)
j

nl+1

Backpropagation
Δ(L)
j

=

∂E(θ)

Δ(l)
j

(L)
∂zj

∂E(θ)

=

∂zj(l)

=

∂E(θ)
∂aj(l)

σ′ (zj(l))

to derive the backpropagation equations, we will use the chain rule & NN layer structure

Δ(l)
j

=

∂E(θ)
(l)
∂zj

=

nl+1

(l+1)
∂E(θ) ∂zk
∑ ∂z (l+1) ∂z (l)
j
k
k=1

=

nl+1

(l+1)
∂z
(l+1) k
Δk
(l)
∑
∂zj
k=1

where here we exploit the NN layered structure: activation states of neurons in
(l+1)-th layer depends only on activation states of neurons in l-th layer

∂zj(l)

=

∂E

∂ωjk(l)

=

=

(l)
∂z
∂E
j

∂zj(l) ∂ωjk(l)
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nl+1

(l+1)
(l)
Δ(l+1)
ω
σ′
z
(
j )
k
kj
∑
( k
)

=

(l) (l−1)
Δj ak
￼

=

∂E(θ)

(l+1)
∂z
(l+1) k
Δk
(l)
∑
∂z
j
k=1

￼

Δ(l)
j

nl+1

fi

Backpropagation
rst evaluate the activation states of all neurons using forward propagation …
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Backpropagation
then backpropagate to evaluate the errors Δ and thus the gradients over model parameters
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Backpropagation
we now have all the ingredients to deploy the backpropagation algorithm for NN training
(1) Evaluate activation state of neurons in input layer

aj(1) ,

j = 1,…, n1

(2) Feed-forward: evaluate activation states for each subsequent layer

(l)
aj

=

nl

(l) (l−1)
σ
ωjk ak
(∑
k=1

+

)

(l)
bj

≡

(l)
σ(zj )

, l = 2,…, L

(3) With this information evaluate error on network’s output layer

Δ(L)
j

=

∂E(θ)

here enters dependence on cost function

(L)
∂zj

(4) Backpropagate this error to evaluate the errors on all hidden layers

(l+1)
(l)
Δ(l+1)
ω
σ′
z
(
j )
k
kj
∑
( k
)

error in j-th neuron in (l)-th layer

￼

Δ(l)
=
j

nl+1

error in k-th neuron in (l+1)-th layer
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Backpropagation
we now have all the ingredients to deploy the backpropagation algorithm for NN training
(5) Evaluate gradients of the model parameters associated to the gradient of cost function

∂E

∂ωjk(l)

=

(l) (l−1)
Δj ak

∂E

∂bj(l)

=

(l)
Δj

extremely ef cient way of calculating the gradients of the model parameters,
requiring only a single forward and backward pass of the neural network

(L)
Δj

=

∂E(θ)
(L)
∂zj

at most j numerical derivatives need to be
evaluated, even in NNs with millions of parameters

fi
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Backpropagation
we now have all the ingredients to deploy the backpropagation algorithm for NN training
(5) Evaluate gradients of the model parameters associated to the gradient of cost function

∂E

∂ωjk(l)

=

(l) (l−1)
Δj ak

∂E

∂bj(l)

=

(l)
Δj

extremely ef cient way of calculating the gradients of the model parameters,
requiring only a single forward and backward pass of the neural network

with this info one can carry out with Gradient Descent and update the model parameters

vt = ηt ∇θ E(θt) ,

θt+1 = θt − vt

note that even with BP training of large (deep) networks can be computationally intensive!
Note that we are hiding under the carpet an important problem:
what happens if the NN output enters the cost function in a nontrivial manner? Where is this issue relevant in BP?

fi
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Backpropagation
we now have all the ingredients to deploy the backpropagation algorithm for NN training
(5) Evaluate gradients of the model parameters associated to the gradient of cost function

∂E

∂ωjk(l)

=

(l) (l−1)
Δj ak

∂E

∂bj(l)

=

(l)
Δj

extremely ef cient way of calculating the gradients of the model parameters,
requiring only a single forward and backward pass of the neural network

with this info one can carry out with Gradient Descent and update the model parameters

vt = ηt ∇θ E(θt) ,

θt+1 = θt − vt

note that even with BP training of large (deep) networks can be computationally intensive!

fi

Further complication if cost function depends non-trivially on NN output
n
2
1
(dat)
(model)
e.g. model requires
̂
E(θ) =
ℱ
−
ℱ
(
y
;
θ)
( i
)
i
integral of NN output
n∑
i=1
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NN initialisation
A further subtlety concerning NN training is that sometimes a clever
initialisation of the model parameters helps in the learning process

zero: all weights set to zero (initial complexity equivalent to single neuron)

random: breaks parameter symmetry

glorot/xavier: weights distributed randomly with Gaussian with variance based on in/out
size of the neutron

he: random initialisation avoiding the saturation region of the activation function

in many cases trial-and-error required to assess what works best

103

NN regularisation: cross-validation
Neural networks provide extremely exible models to describe complex datasets,
but one should avoid over tting, else the model will be unable to generalise

what is the optimal training length for this model?

fl

fi
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NN regularisation: cross-validation
Neural networks provide extremely exible models to describe complex datasets,
but one should avoid over tting, else the model will be unable to generalise

underlearning

over tting
Optimal stopping

fl

fi

fi

105

recall the bias/variance tradeoff!

NN regularisation: cross-validation
Neural networks provide extremely exible models to describe complex datasets,
but one should avoid over tting, else the model will be unable to generalise

Cross-validation look-back stopping: train the NN for a large xed
number of iterations. Then look back and determine the point at the training
where the out-of-sample error was the smallest. Take as best- t NN
parameters those corresponding to that point of the training

fi

fi

fl

fi
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NN regularisation: Dropout
Dropout is one of the standard
regularisation procedures that aim
to avoid over tting when training
deep NNs

During the training procedure,
neurons are randomly “dropped
out” of the neural network with
some probability p giving rise to a
thinned network, and the GD
gradients are computed only there

Dropout prevents over tting by
reducing correlations among
neurons and reducing the variance
effective reduction of model complexity!

fi

fi
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Unsupervised Learning

108

Potato Unsupervised Learning

what are we learning here? and is this the unique pattern that we
could have identi ed in the data?

fi
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Potato Unsupervised Learning

here learning is carried out done in ``potato color’’ space, but one could
also consider ``potation size’’ or ``potato shape’’ spaces …

i) identify features + ii) use them to group the data points
110

Unsupervised Learning
What are the bene ts of unsupervised learning?

Identify unknown patterns in unlabelled data.
e.g. potatoes come in different colours, sizes, and shapes

Find features which can be useful for categorisation.
e.g. sort out my potatoes as a function of their type

It is easier to get automatically unlabelled data than labeled data, which often
needs manual intervention.
e.g. I don’t need to label my potatoes with their variety!

fi
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Unsupervised Learning
Some representative applications of unsupervised learning

Group customers as a function of previous purchase and browsing history, to offer
tailored recommendations

Detect anomalies in credit card transactions that may indicate fraudulent use

what would be my ``parameter
space’’ here?

112

Unsupervised Learning
Some representative applications of unsupervised learning

Identify travel patterns e.g. of ride-sharing (bicycle, scooter, car) services
what information we should look for? And why it is important?
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Unsupervised Learning
Some representative applications of unsupervised learning

Identify travel patterns e.g. of ride-sharing (bicycle, scooter, car) services
where to put the scooters, at what time, how many per hub etc

114

Unsupervised Learning
What are the disadvantages of unsupervised learning?

Some interpretation work is required after classi cation
e.g. what do the identi ed patterns actually mean?
a peculiar credit card translation does not always imply fraud!

The lack of labels makes the process less ef cient than in supervised learning
e.g. is the algorithm identifying the relevant features?

Non-trivial to obtain model prediction: how to construct a rule that can be
applied to identify the same patterns in new data?
e.g. what happens if I now have new potatoes?

fi

fi

fi
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Clustering

data points: potatoes with different features (size, shape, colour)
desired output: cluster potatoes wrt some relevant feature e.g. potato variety
note: no labels attached to the potatoes!
116

Clustering
In ML context, unsupervised learning is concerned with discovering
underlying structures in unlabelled data
an important example of unsupervised learning is clustering: the aim is to group
unlabelled data into clusters using some distance or similarity measure
let us illustrate these ideas with K-means clustering

{xn}Nn=1

xn = (xn,1, xn,2, …, xn,p)

unlabelled dataset: N points with p features each

{μk}Kk=1

μk = (μk,1, μk,2, …, μk,p)

cluster means: K clusters with p features each
the intuitive idea is that the cluster means represent the main features of each
cluster, to which the data points will be assigned in the clustering procedure
117

Clustering

2D example of
clustering: each
colour represents
a cluster, with stars
indicating their
centers

how is this clustering
achieved in practice?

118

Clustering
Q: what is a suitable ``distance’’ or ``metric’’
between two data points of the training set?

training set: points in n-dimensional Cartesian space?
training set: state vectors in QM Hilbert space?
training set: pictures of cats and dogs?
training set: four-momenta of particles produced in a high-energy collision?

de ning ``closeness’’ in unsupervised learning often non-trivial

fi
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Clustering
in K-means clustering, the cluster means and the data point assignments
are determined from the minimisation of a cost function:

C (x; μ) =

N

K

∑∑
n=1 k=1

binary assignment variable

rnk = 1
rnk = 0

rnk (xn − μk)

2

other distances possible:
the user needs to de ne
what ``closeness’’ means!

Euclidean distance between n-th
data point and k-th cluster centre

the n-th point is assigned to the k-th cluster
the n-th point is not assigned to the k-th cluster

K

furthermore since clustering is exclusive one needs to impose:

∑
k=1

rnk = 1

∀n

one sees that K-means clustering aims to minimise the variance within each cluster

fi
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Clustering
Let’s describe an algorithm that implements K-means clustering by minimising the cost function

C (x; μ) =

N

K

∑∑
n=1 k=1

rnk (xn − μk)

2

this algorithm alternates iteratively between two main steps:
(1) Expectation: starting from set of cluster assignments {rnk} minimise C wrt cluster means

∂
C (x; μ) = 0
∂μk

1 N
μk =
rnk xn
Nk ∑
n=1

→

Nk =

N

∑
n=1

rnk

number of points
in k-th cluster

(2) Maximization: given the K cluster centers, the assignments {rnk} should minimise C. This
can be achieved by assigning each data point to its closest cluster-mean

rnk = 1

if

rnk = 0

if

k = arg mink′(xn − μk′)
k ≠ arg mink′(xn − μk′)

iterate until convergence
achieved!
note that here GD not
required, optimisation is

￼

￼

￼

￼

semi-analytical
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Clustering
these two steps are iterated until some convergence criterion is achieved, e.g. when the
change in the cost function between two iterations is below some threshold

each colour:
each colour:
different cluster
different cluster

cluster
means

a)

b)

here over tting not possible:
convergence

fi

Juan Rojo
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there exists a unique assignment
that minimises the cost function

D-ITP Advanced Topics: Machine Learning

Clustering
these two steps are iterated until some convergence criterion is achieved, e.g. when the
change in the cost function between two iterations is below some threshold

each colour:
each colour:
different cluster
different cluster

cluster
means

what is the underlying
assumption in K-means
clustering? And when it
would not be justi ed?

a)

b)
convergence

fi
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Clustering
these two steps are iterated until some convergence criterion is achieved, e.g. when the
change in the cost function between two iterations is below some threshold

each colour:
each colour:
different cluster
different cluster

cluster
means

K-means clustering can
lead to spurious results
since the underlying
assumption is that the
latent model has uniform
variances

a)

b)
fails if the underlying
convergence

clusters have different
variances!
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Clustering

125

Hierarchical clustering
Another approach to clustering is based on agglomerative methods, where one starts
from small clusters which are progressively merged into bigger clusters
This hierarchical structure provides information on the relations between clusters and the
subcomponents of individual clusters
As before, we need to specify a distance, this time between two clusters X, Y

d(X, Y ) ∈ ℛ
At each iteration, the two clusters closer to each other (quanti ed by d) are merged
the agglomerative cluster algorithm works as follows:
(1) Assign each data point to be its own cluster
(2) Given the resulting set of K clusters, nd the closest pair

(Xi, Xj)

such that

(i, j) = arg mini′j′d(Xi′, Xj′)

￼

￼

￼

￼

(3) Merge the pair into a single cluster. Iterate (2) and (3) until a single cluster remains

fi

fi
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Hierarchical clustering
Clearly the results of hierarchical clustering depend on the choice of distance
distance between clusters

single linkage

complete linkage

d(Xi, Xj) = minxi∈Xi,xj∈Xj | | xi − xj | |2
d(Xi, Xj) = maxxi∈Xi,xj∈Xj | | xi − xj | |2

single-linkage
hierarchical clustering
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Euclidean
distance

Hierarchical clustering
Clearly the results of hierarchical clustering depend on the choice of distance
distance between clusters

single linkage

complete linkage

d(Xi, Xj) = minxi∈Xi,xj∈Xj | | xi − xj | |2
d(Xi, Xj) = maxxi∈Xi,xj∈Xj | | xi − xj | |2

single-linkage
hierarchical clustering

hierarchical clustering methods do not scale well for large N, so they are typically
combined with K-means clustering in the initial steps to de ne small clusters

fi
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Euclidean
distance

Dimensional Reduction
& Data Visualisation

129

Dimensional reduction
ML problems often deal with samples of very high dimensionality!

often exponential growth of complexity
130

Dimensional reduction
Ef cient data visualisation techniques are essential to construct better models in
ML applications eg by identifying correlated, redundant, or irrelevant features
Traditional data visualisation methods are not practical when the datasets involve a
large number of features (such as images) and we need to project the data onto a
lower-dimensional space, called the latent space, using dimensional reduction
A good data visualisation strategy is very useful to identify
the most suitable strategy to approach a ML problem

fi
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Dimensional reduction
Ef cient data visualisation techniques are essential to construct better models in
ML applications eg by identifying correlated, redundant, or irrelevant features
Traditional data visualisation methods are not practical when the datasets involve a
large number of features (such as images) and we need to project the data onto a
lower-dimensional space, called the latent space, using dimensional reduction
This is easier said that done: many pitfalls associated to high-dimensionality datasets
``the curse of dimensionality’

fi
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Dimensional reduction
Ef cient data visualisation techniques are essential to construct better models in
ML applications eg by identifying correlated, redundant, or irrelevant features
Traditional data visualisation methods are not practical when the datasets involve a
large number of features (such as images) and we need to project the data onto a
lower-dimensional space, called the latent space, using dimensional reduction
This is easier said that done: many pitfalls associated to high-dimensionality datasets
Q: if you draw samples at random from a n-dim
space, which region will be sampled more often?
tip: think about the 2D case to being with

fi
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Dimensional reduction
Ef cient data visualisation techniques are essential to construct better models in
ML applications eg by identifying correlated, redundant, or irrelevant features
Traditional data visualisation methods are not practical when the datasets involve a
large number of features (such as images) and we need to project the data onto a
lower-dimensional space, called the latent space, using dimensional reduction
This is easier said that done: many pitfalls associated to high-dimensionality datasets
High-dimensional data lives near the edge of the sample space

fi
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Dimensional reduction
High-dimensional data lives near the edge of the sample space
consider data distributed at random in a D-dimensional hypercube

C = [−e/2,e/2]D

consider a D-dimensional sphere S of radius e/2 entered at origin
probability that random point from C is sampled inside the sphere S is

P (xi ∈

π D/2(e/2)D /Γ(D/2 + 1)
π D/2
=
≃
→
0
)≃
eD
2DD D

𝒮

so most of the data lies close to the hypercube edge!
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r = e/2

Dimensional reduction
High-dimensional data lives near the edge of the sample space
We need to conserve information on original pair-wise distances or similarities when
transforming to the latent space
Q: is it always justi ed to project n-dimensional
data into a m-dimensional subspace (m < n) ?

fi
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Dimensional reduction
High-dimensional data lives near the edge of the sample space
We need to conserve information on original pair-wise distances or similarities when
transforming to the latent space
Q: is it always justi ed to project n-dimensional
data into a m-dimensional subspace (m < n) ?

Here I can reduce from 2D to 1D1! Why

fi
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dimensionality reduction works in this case?

Dimensional reduction
High-dimensional data lives near the edge of the sample space
We need to conserve information on original pair-wise distances or similarities when
original data space: 3D
latent space: 2D
transforming to the latent space

the minimum number of parameters
needed to capture the original patters is
the intrinsic dimensionally of the data

138

Dimensional reduction
High-dimensional data lives near the edge of the sample space
We need to conserve information on original pair-wise distances or similarities when
transforming to the latent space
original data
space

Dimensional reduction cannot be
such to destroy info on original
patterns in the data
``the crowding problem’’

139

latent space

Dimensional reduction
Ef cient data visualisation techniques are essential to construct better models in
ML applications eg by identifying correlated, redundant, or irrelevant features
Traditional data visualisation methods are not practical when the datasets involve a
large number of features (such as images) and we need to project the data onto a
lower-dimensional space, called the latent space, using dimensional reduction

linear methods, based on
linear transformations
e.g. Principal Component Analysis (PCA)

there are two main classes of
dimensional reduction methods

non-linear methods, based on
non-linear transformations
e.g. Stochastic Neighbour Embedding (SNE)

fi
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Principal Component Analysis
PCA projections often capture the large-scale structure of high-dimensional datasets
consider for example the Ising Model in 2D with 40 spins: 1600-dimensional space
can we measure ``order’’ with few parameters?
disordered (random) phase

ordered phase

https://demonstrations.wolfram.com/The2DIsingModelMonteCarloSimulationUsingTheMetropolisAlgorit/
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Principal Component Analysis
PCA projections often capture the large-scale structure of high-dimensional datasets
consider for example the Ising Model in 2D with 40 spins: 1600-dimensional space
can we measure ``order’’ with few parameters?
disordered (random) phase

ordered phase

how many parameters are needed to characterise the state of this system?
Is this number (the intrinsic dimensionality) less than the original 1600?

https://demonstrations.wolfram.com/The2DIsingModelMonteCarloSimulationUsingTheMetropolisAlgorit/
Juan Rojo
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Principal Component Analysis
consider n data points that live in a p-dimensional feature space

{xi}ni=1

xi = (xi,1, xi,2, …, xi,p)

assume for simplicity that the mean of these points vanishes

n

1
x=
xi = 0
n∑
i=1

In a design matrix, each row
represents an individual data point
and each each columns one of the
data features

Now denote the design matrix as

X = [x1, …, xn]T

where rows are the data points and columns are features

x1,1 x1,2
x2,1 x2,2
X = ... ...
xn,1 xn,2 .
features

143

...
...
...
...

x1,p
x2,p
...
xn,p

data points

Principal Component Analysis
the associated (symmetric) p-dimensional covariance matrix is then

1
Σ(X) =
XT X
n−1

n

1
Σlm =
Xli Xim
n−1∑
i=1

→

p-dimensional

in space of features

from where we see that

lm measures

sum over data points

the correlation between features l and m

The goal of PCA is to rotate this matrix to a new feature-basis (different from the one
present in the original data) that emphasises high-variability directions. This can be done
by a linear transformation that reduces the covariance between features

recall the eigenvalue decomposition for a square matrix

A = QΛQ

T

columns are

columns are

eigenvectors of A

eigenvectors of A
diagonal matrix
of eigenvalues

𝚺
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Principal Component Analysis
the associated (symmetric) p-dimensional covariance matrix is then

1
Σ(X) =
XT X
n−1

n

1
Σlm =
Xli Xim
n−1∑
i=1

→

p-dimensional

in space of features

from where we see that

lm measures

sum over data points

the correlation between features l and m

The goal of PCA is to rotate this matrix to a new feature-basis (different from the one
present in the original data) that emphasises high-variability directions. This can be done
by a linear transformation that reduces the covariance between features
for this we will use Singular Value Decomposition (SVD), a factorisation of a real or
complex matrix that generalizes the eigendecomposition of a positive semide nite matrix

X = USV

T

columns are left
singular vectors of X

left (right) singular vectors of X:
orthonormal eigenvectors of XX* (X*X)

columns are right
diagonal matrix singular vectors of X
of singular values
fi

𝚺
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Principal Component Analysis
Using SVD we can express the data covariance matrix as

2
1
S
Σ(X) =
VSU TUSV T = V
V T ≡ VΛV T
n−1
(n − 1)
diagonal matrix with eigenvalues in

U,V are unitary matrices

decreasing order along diagonal

columns of V

principal directions of

at this point we are ready to use PCA to reduce the dimensionality of data from p to p’ < p

Ỹ = X Ṽ p′
projection matrix: select the p’

reduced dataset: n points with
p’ < p features each
in the rotated-feature matrix

original dataset: n points with

largest eigenvectors

p features each

￼

with PCA only the p’ directions with higher variability remain

𝚺
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Principal Component Analysis
PCA projections often capture the large-scale structure of high-dimensional datasets
consider for example the Ising Model in 2D with 40 spins: 1600-dimensional space
can we measure ``order’’ with few parameters?
disordered (random) phase

ordered phase

https://demonstrations.wolfram.com/The2DIsingModelMonteCarloSimulationUsingTheMetropolisAlgorit/
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Principal Component Analysis
PCA projections often capture the large-scale structure of high-dimensional datasets
consider for example the Ising Model in 2D with 40 spins: 1600-dimensional space
can we measure ``order’’ with few parameters?
1000 samples for each T
most of the variability between
samples can be encoded in single
direction: the magnetisation

The rst principal component accounts for > 50% of total variability!

This rst PCA component corresponds to the magnetisation order parameter,
which we have thus identi ed without any prior physical knowledge of the system

fi

fi

fi
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Classi cation problems
in Machine Learning

fi
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Classi cation
Labradoodle or
Fried Chicken?

what information do
we need a train a ML
model to classify
a picture as being
either a dog or friend
chicken?

fi
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Classi cation
chihuahua or
muf n??

what information do we need
a train a ML model to classify
a picture as being either a
dog or a muf n?

fi

fi

fi
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Classi cation tasks
relevant for Machine Learning applications where outcomes
are discrete variables, eg. categories in classi cation problems

can we tell apart
cats from dogs?

can we identify the phase
(ordered/disordered) of
spin con gurations in 2D Ising?

fi

fi

fi
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supervised vs unsupervised learning
assume someone gives you this dataset
and tells you to categorise a new point to
either “0” or “1”

Q1: in which respect this problem is different from clustering?
Q2: what is the main output of solving this problem?
153

supervised vs unsupervised learning
assume someone gives you this dataset
and tells you to categorise a new point to
either “0” or “1”

A1: we have labelled samples to begin with
A2: a rule to classify a new data point
to belong to either of the two classes
154

Classi cation in ML
The goal is to predict a class label from a pre-de ned list of possibilities
Is this email spam?
Should I sell these stocks now?
Which handwritten number/letter/character is this one?
Is the animal in the photo a car or a dog?
Given a user pro le, should I offer them speci c products?
Given a MRI scan, is this person awake or dreaming?
Given this sample tissue, is this person healthy or sick?
can you think of other user cases?

fi

fi

fi

fi
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Linear classi cation:
the perceptron

fi
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Linear classi cation

Q: intuitively, what kind of ``rule’’ we could use to classify a new
data point to belong to either the ``0’’ or the ``1’’ categories?

fi
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Linear classi cation

Category ``1’’
Category ``2’’

Is this the unique option for a ``decision rule``?

fi
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Linear classi cation

Category ``1’’
Category ``2’’

Is this the unique option for a ``decision rule``?

fi
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Linear classi cation

Category ``1’’
Category ``2’’

Here we show two different options for a linear ``decision boundary’’
Can the decision boundary exhibit different geometries?

fi
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Classi cation tasks
The goal is to predict a class label from a pre-de ned list of possibilities

the simplest type of problem is binary classi cation (yes/no problems)
e.g. should I put this email in the spam folder?

but in general one considers multiclass classi cation ( > 2 categories)
e.g. which type of bird is the one I just photographed?

In the context of ML applications there exist a large number of approaches to
classi cations tasks. The most basic one is based on assembling a discriminant
function that maps each input data point to its speci c class

g = 0 if xi ∈

model parameters

xi → g (xi, θ)
discriminant
(aka activation function)

fi

fi

fi

fi

𝒞
fi

fi

𝒞
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𝒞

input data point

1

g = 1 if xi ∈

2

g = 2 if xi ∈

3

three
categories

Linear classi ers
In this class of problems, the dependent variables yi are discrete and take
values m=0, …, M-1, so the index m also labels the M categories
The goal is to classify the n input samples, each composed by p
features, intro the M possible categories of the problem
The simplest classi er is the perceptron: a linear classi er that
categorises examples from a linear combination of the features

σ(si) = sign(si) = sign (xiT θ + b0)
Q: what would the features be
in the previous example?

xi = (xi,1, xi,2, …, xi,p)

p features
of the samples

model parameters

θ = (θ1, θ2, …, θp)

a perceptron is a hard classi er where each sample is
assigned to a category with 100% probability
more complex models can be used as classi ers!

fi

fi

fi

fi

fi

Q: what would ``training the perceptron mean in this case? And what would be the output?

Linear classi ers
In this class of problems, the dependent variables yi are discrete and take
values m=0, …, M-1, so the index m also labels the M categories
The goal is to classify the n input samples, each composed by p
features, intro the M possible categories of the problem
The simplest classi er is the perceptron: a linear classi er that
categorises examples from a linear combination of the features

σ(si) = sign(si) = sign (xiT θ + b0)
Q: what would the features be
in the previous example?

xi = (xi,1, xi,2, …, xi,p)

p features
of the samples

model parameters

θ = (θ1, θ2, …, θp)

a perceptron is a hard classi er where each sample is
assigned to a category with 100% probability

fi

fi

fi

fi

fi

Q2: can I use the perceptron for classi cation problems with M > 2 ?

Linear classi ers
the perceptron (linear classi er) only has two possible outcomes

g = 1 if xi ∈

xi → g (xi, θ)

1

, (xiT θ + b0) ≥ 0

g = − 1 if xi ∈

2

, (xiT θ + b0) < 0

the decision boundary of the classi er is then de ned by the condition
T
x
( θ + b0) = 0

de nes a (p-1) hyper-surface
in p dimensions!

E.g. in the previous example we had data points in 2D, hence p=2
and the equation for the decision boundary reads

x1θ1 + x2θ2 + b0 = 0
x2 = − x1θ1 /θ2 − b0 /θ2

which if nothing but the
equation of a line in 2D space

fi

fi

fi

fi

𝒞

fi

fi

𝒞

Training the perceptron = nding equation of the linear decision boundary

Linear classi ers
the perceptron (linear classi er) only has two possible outcomes

g = 1 if xi ∈

xi → g (xi, θ)

g = − 1 if xi ∈

1

, (xiT θ + b0) ≥ 0
2

, (xiT θ + b0) < 0

the decision boundary of the classi er is then de ned by the condition
T
x
( i θ + b0) = 0

de nes a (p-1) hyper-surface
in p dimensions!

the properties of the decision boundary of this problem can be easily evaluated
For two points that belong to this boundary one has
T
x
( 1 θ + b0) = 0

T
T
x
−
x
( 1
2)θ

T
x
( 2 θ + b0) = 0

the model parameter vector
is perpendicular to the
decision boundary!

several other geometric properties can be evaluated

fi

fi

fi

𝒞
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fi

fi

𝒞

recall that both x and θ live in the p-dimensional feature space

Linear classi ers
example of linear classi cation for 2d datasets

Decision
Boundary

θ

fi

fi
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Perceptrons
You can think of a perceptron as a very simple, linear neural network

y = 1 if (xiT ω + b0) ≥ 0

y = − 1 if (xiT ω + b0) < 0

activation function: rescaled
theta function

Q: maybe can improve
perceptron with a non-linear
activation function??
What bene ts would it
provide?
fi
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Perceptrons
You can think of a perceptron as a very simple, linear neural network

Decision
Boundary

θ

Looking at this example, which feature is typical for the decision boundary of a perceptron?
And for which problems do you expect the perceptron to fail?
168

Training the model
as in the case of regression problems, also for classi cations we need to
introduce a gure of merit (error function) to be optimised
the simplest option is based again on least squares. Let’s consider a binary linear classi er
the sign function is added
back after the training

g (xi) =

T
x
( iθ

+ b0)

recall that xi and θ have p
features each

and one is given a training dataset with N instances

{xiT , ti} , i = 1,…, N ,

ti ∈ (−1,1)

labels!

in this case the error function depending on the model parameters is
2
1 N
T
Etr(θ, b0) =
x
θ + b0) − ti)
(
i
(
N∑
i=1

Which is amenable to analytic optimisation, for example

linear system of equations
for the model params

N
∂
1 N
1
T
T
Etr =
x
θ
+
b
−
t
=
0
→
b
=
t
−
x
( i
(i
0)
i)
0
i θ) = 0
(
∑
∑
∂b0
N i=1
N i=1

fi

fi

fi
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Training the model
as in the case of regression problems, also for classi cations we need to
introduce a gure of merit (error function) to be optimised
the simplest option is based again on least squares. Let’s consider a binary linear classi er
the sign function is added
back after the training

g (xi) =

T
x
( iθ

+ b0)

recall that xi and θ have p
features each

and one is given a training dataset with N instances

{xiT , ti} , i = 1,…, N ,

ti ∈ (−1,1)

labels!

in this case the error function depending on the model parameters is
2
1 N
T
Etr(θ, b0) =
x
θ + b0) − ti)
(
i
(
N∑
i=1
model prediction

data label

A good model provides predictions that reproduce the
original labels for the input data points
fi

fi

fi
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Limitations of the linear classi er
As in regression problems, a linear classi er trained with least squares lacks
robustness with respect to the presence of outliers

Linear classi er
Logistic regression

Linear classi er
Logistic regression

logistic regression: non-linear classi cation model

fi

fi

fi

fi

fi
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Limitations of the linear classi er
Also the categorisation for multiclass problems can be problematic even when the
decision boundaries should be easy to nd

Linear classi er

Logistic regression
fi

fi

fi

fi

logistic regression: non-linear classi cation model

Logistic Regression

173

Logistic regression
Main idea: replace the linear perceptron with a non-linear sigmoid activation

Hard classi er

fi

fi

or ``0’’ or ``1’’

Soft classi er
model for probability of ``0’’ or ``1’’

Logistic regression
in many cases a soft classi er, that outputs the probability of a given
category, is advantageous over a hard classi er. Also, non-linear models
exhibit many positive features for classi cation problems

In logistic regression the probability that a data point xi belongs to a
category yi is given by

P(yi = 1 | xi, θ) =

1+

1

Tθ
−x
i
e

= σ(xiT θ)

non-linear

sigmoid function

P(yi = 0 | xi, θ) = 1 − P(yi = 1 | xi, θ) = 1 − σ(xiT θ) = σ(−xiT θ)
where we have used the
logistic (or sigmoid) function:

1
σ(s) =
1 + e −s

the sigmoid can be

σ(−s) = 1 − σ(s)

adjusted to tend adiabatically
to the perceptron

Q: could one use other models
fi

fi

fi

for this probability?

Logistic regression
cost function for logistic regression from Maximum Likelihood Estimation (MLE):
choose parameters that maximise the probability of seeing the observed data

P(yi | xi, θ) = (P(yi = 1 | xi, θ)) × (P(yi = 0 | xi, θ))
yi

1−yi

``probability generalisation’: recovers limits when yi=0, yi=1

P(yi = 1 | xi, θ) = (P(yi = 1 | xi, θ)) × (P(yi = 0 | xi, θ)) = P(yi = 1 | xi, θ)
1

0

P(yi = 0 | xi, θ) = (P(yi = 1 | xi, θ)) × (P(yi = 0 | xi, θ)) = P(yi = 0 | xi, θ)
0

176

1

Logistic regression
cost function for logistic regression from Maximum Likelihood Estimation (MLE):
choose parameters that maximise the probability of seeing the observed data

P(yi | xi, θ) = (P(yi = 1 | xi, θ)) × (P(yi = 0 | xi, θ))
yi

1−yi

now use that we are modelling the probability with a sigmoid function:

P(yi | xi, θ) =

T yi
(σ(xi θ)

× (1 −

T 1−yi
σ(xi θ)

assuming that all observations are Bernoulli independent, the total likelihood is

ℒ(θ | ) =

n

∏
i=1

P(yi | xi, θ) =

n

T yi
σ(xi θ)
(
∏
i=1

× (1 −

T 1−yi
σ(xi θ)

note that this is soft classi cation: the probability is not only
0 or 1 but any value in between is possible
probability distribution of the model
𝒟

parameters θ given the observed data D
fi
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Logistic regression
probability distribution of the model parameters θ given the observed data D

ℒ(θ | ) =

n

∏
i=1

P(yi | xi, θ) =

n

T yi
σ(xi θ)
(
∏
i=1

× (1 −

T 1−yi
σ(xi θ)

Since the cost function is the negative log-likelihood, we nd that for logistic regression

E(θ) = − log ℒ =

n

∑
i=1

− (yi log σ(xiT θ) + (1 − yi)log(1 − σ(xiT θ))
which is known as the cross-entropy function

The parameters of the model are determined by minimising the cross-entropy

n

T
T
̂
θ = arg minθ{
−yi log σ(xi θ) − (1 − yi)log(1 − σ(xi θ))}
(
∑
i=1

note that no analytic solution is possible, and numerical methods are required, e.g. Gradient Descent

𝒟

Q: how do you think that one could use Neural Networks in this context?

fi
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Logistic regression
probability distribution of the model parameters θ given the observed data D

ℒ(θ | ) =

n

∏
i=1

P(yi | xi, θ) =

n

T yi
σ(xi θ)
(
∏
i=1

× (1 −

T 1−yi
σ(xi θ)

Since the cost function is the negative log-likelihood, we nd that for logistic regression

E(θ) = − log ℒ =

n

∑
i=1

− (yi log σ(xiT θ) + (1 − yi)log(1 − σ(xiT θ))
which is known as the cross-entropy function

The parameters of the model are determined by minimising the cross-entropy

n

T
T
̂
θ = arg minθ{
−yi log σ(xi θ) − (1 − yi)log(1 − σ(xi θ))}
(
∑
i=1

note that no analytic solution is possible, and numerical methods are required, e.g. Gradient Descent

𝒟

A: by replacing the sigmoid by a deep learning model

fi
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Decision Trees
and Random Forests
aka another family of Machine Learning Classi cation algorithms

fi
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Decision Trees
Decision Trees are classi ers that work by partitioning the input space
into hypercubes and then assign a model (e.g. a constant) to each region

classify 3D instances
into four possible categories

the DT model parameters are the values
of the decision thresholds at each node

In ML, a decision tree is an algorithm which uses a series of questions to hierarchically
partition the data, where each branch of the tree splits the data into smaller subsets
fi
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Decision Trees
Decision trees have the key property that their output is human-interpretable:
sequence of binary decisions applied to individual input variables

Q: what are the model parameters of a decision tree?

fi

Which parameters we can vary to improve classi cation?

Decision Trees
Decision trees have the key property that their output is human-interpretable:
sequence of binary decisions applied to individual input variables

Class
Class
Class
Class
Class

to train a decision tree we need to determine which variable is chosen at each
node for the split criterion and the value of the threshold for the split

Decision Trees
Decision trees have the key property that their output is human-interpretable:
sequence of binary decisions applied to individual input variables

Decision Trees
Example of decision tree

Random Forests
individual trees have often high variance and are weak classi ers:
we can improve by incorporating them in an ensemble method
We need an ensemble of randomised decision trees (minimised correlations)
(1) train each decision tree on a different bootstrapped dataset: bagged decision tree
(2) use different random subset of features at each split: random forest
reduces correlations between trees that arise
when only few features are strongly predictive

as other ML learning classi ers also Random Forests require some regularisation, for
example a maximum depth of the tree, to control complexity and prevent over tting
typically, a classi cation problem with p features, in RFs only p1/2 features are used in each split

Random forests have other attractive features, for example, they can be used to rank the
importance of variables in a regression or classi cation problem in a natural way

fi

fi

fi

fi

fi
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Random Forests
each decision tree in the ensemble is built upon a
random bootstrap sample of the original data
in each tree and in each split,
a different random subset
of features is used

the nal categorisation is assigned e.g. from majority voting

fi

187

Generative Models

188

Generative Models

Q: what is the key property of generative models which
makes them distinct from discriminative models?

189

Generative Models

Q: what is the key property of generative models which
makes them distinct from discriminative models?

generative models: determine
the probability distribution
associated to “muf n” …

discriminative models: tell part
muf ns from chihuahuas

fi

fi
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Generative Models

Q: what is the key property of generative models which
makes them distinct from discriminative models?

discriminative models

p(

generative models

k | x)

p (x |

probability that instance x
belongs to class Ck

k)

probability distribution of x
associated to the class Ck

𝒞

𝒞

What we can do with generative models that is not possible with discriminative models?
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Generative Models
let us go back to our discussion of Decision Theory. There we saw that a general
posterior class
probabilities

classi cation problem can be separated into two distinct steps:
The inference stage, where a set of input examples is used to train a model for

p(

k | x)

The decision stage, where the information on these posterior probabilities is used to
make optimal class assignments
So far we focused on discriminative models, where some criterion (e.g. minimise misclassi cation)
is used together with the posterior probabilities to assign each new instance to a class

Here discuss generative models which aim to model the distribution in the
space of inputs x. The name stems because using this distribution one can
generate synthetic data points in the input space

one bene t of this approach is that we access the marginal density in the space of input data, p(x),
which is specially useful to detect new data points that have low probability in the model: outlier,
anomaly, or novelty detection

fi

fi

fi

𝒞
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Generative Models
generative models can be better understood in the context of classi cation: assume we
have a set of n instances {x} with p features each that we want to classify into categories Ck
First of all, one must solve the inference problem and determine the classconditional probabilities for each class individually

p (x |

k)

probability that given a class Ck the instance x is found in it

Then separately infer the prior class probabilities

p(

k)

Determine the posterior class probabilities by means of Bayes’ Theorem

p(

k | x)

=

p (x |

k) p(

p(x)

k)

probability that x belongs to class Ck

k)

probability to generate the instance x
193
fi

𝒞
𝒞

k

k) p(

𝒞

∑

p (x |
𝒞

𝒞

𝒞

𝒞

p(x) =

Generative Models
p(

k | x)

=

p (x |

k) p(

p(x)

k)

p(x) =

∑
k

probability that x belongs to class Ck

p (x |

k) p(

probability to generate the instance x

given that we now have the posterior probabilities, we can use Decision Theory to
determine the class membership for each new instance x
the key aspect of generative models is that we have access to p(x), the
probability distribution in the input data space: sampling from p(x) one

𝒞

𝒞
𝒞

𝒞

𝒞

can then generate new synthetic data points in input space
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k)

Generative Models
Compare graphically Discriminative and Generative Models for classi cation

p(

k | x)

probability of x in
class Ck

p (x |

k)

probability that x
belongs to class Ck

in generative models new instances are degenerated
in the bulk of the input space probability distribution

195
fi

𝒞

𝒞

discriminative models works best when new
instances are far from the decision boundary

Probabilistic generative models
based on these ideas let us construct an explicit probabilistic generative model in the
context of classi cation problems with two categories. In this case Bayes’ Theorem reads
posterior class
probabilities

p(

k | x)

=

p (x |

k) p(

p(x)
p(

k)

1 | x)

=

p (x |

p (x |

1) p(

1) p(

1)

1)

+ p (x |

2) p(

2)

which can be simpli ed as

1
p ( 1 | x) =
= σ(a)
1 + exp(−a)

a = ln

p (x |
p (x |

1) p(
2) p(

1)
2)

𝒞

𝒞

𝒞

𝒞

𝒞
fi

𝒞
fi
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𝒞

𝒞

𝒞

𝒞

𝒞
𝒞
𝒞

𝒞

𝒞

in terms of the logistic sigmoid function which we discussed in the context of neural nets

Probabilistic generative models
Note that once we have trained such a model we can do two things:
Use posterior probabilities with decision theory to determine decision boundaries

p(

k | x)

+ decision theory → class boundaries

Use the probability distribution in the space of input data to generate synthetic samples

p (x) → generate new instances of x
For K>2 classes the posterior probabilities are given by

exp(ak)
p ( k | x) =
∑j exp(aj)

ak = ln (p(x |

normalised exponential of softmax function

𝒞

𝒞

𝒞

𝒞

(smoothed version of the maximum function)
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k)p(

k ))

Generative Models
we can summarise the main ideas underlying generative models as follows
Most ML models discussed here (Supervised NNs, logistic regression, ensemble models)
are discriminative: designed to identify differences between groups of data
e.g. cats vs dogs discrimination

these models cannot carry some tasks such as drawing new examples from an
unknown probability distribution: for this we need generative models
e.g. learn how to draw new examples
of cat and dog images
e.g. generate new samples of a given phase
of the Ising model

generative models are Machine Learning techniques that allows to learn how to
generate new examples similar to those found in a training dataset

198

Adversarial Learning
and Generative
Adversarial Networks

199

Maximising similarity
In generative models one deals with two probability distributions (data
and model), which we would like to have as similar as possible

pθ(x)

pdata(x)

from model

we aim to construct pθ to model pdata

from training data

however subtleties about how we de ne similarity have large implications for the model training
maximising the log-likelihood of the data under the model is the same as minimising the
KL divergence between the data distribution and the model distribution

pdata(x)
DKL (pdata | | pθ) = dx pdata(x)log
∫
pθ(x)

= dx pdata(x)log pdata(x) − dx pdata(x)log pθ(x)
∫
∫

= Sp[pdata] − ⟨log pθ⟩
data
y
op
r
t
En

Expected value of model
probability given the data
fi
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Maximising similarity
maximising the log-likelihood of the data under the model is the same as minimising the
KL divergence between the data distribution and the model distribution

⟨log pθ(x)⟩data = Sp[pdata] − DKL (pdata | | pθ)
Log-likelihood of data under model

entropy of data:

KL-divergence

independent of model parameters

by minimising the KL divergence between two distributions, we can
build a model that reproduces the input data distribution
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Adversarial Learning
A subtle point concerns which of the two versions of the KL-divergence to minimise:

(1)

DKL (pdata | | pθ)

(2)

DKL (pθ | | pdata)

(draw values of θ accordingly to
pθ and compare with data)

Calculable using sampling
Large when model over-weights lowdensity regions near real peaks
but not calculable since pdata unknown ….

In Adversarial Learning we achieve a similar goal as that of minimising (2) by training a
discriminator to distinguish between real data points and samples from the model

By punishing the model for generating points that can be easily discriminated from the data,
Adversarial Learning decreases the weight of regions in the model space that are far
away from data points, regions that inevitably arise when maximising the likelihood
202

Adversarial Learning

Q: do you think that Adversarial Learning belongs to the family of
Supervised or of Unsupervised machine learning algorithms?
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Adversarial Learning
A subtle point concerns which of the two versions of the KL-divergence to minimise:

(1)

DKL (pdata | | pθ)

(2)

DKL (pθ | | pdata)

(draw values of θ accordingly to
pθ and compare with data)

Calculable using sampling
Large when model over-weights lowdensity regions near real peaks
but not calculable since pdata unknown ….

In Adversarial Learning we achieve a similar goal as that of minimising (2) by training a
discriminator to distinguish between real data points and samples from the model

Adversarial Learning is a type of Unsupervised Machine Learning: there is no
cost function and the examples are unlabelled: the task here is to learn how to
generate new examples using the existing ones as input!
204

Generative adversarial networks
Generative Adversarial Networks (GANs) are deep neural network architectures,
composed by two independent NNs which compete against each other

(1) A generator G NN that creates (samples) pseudo-data by inferring the probability
distribution associated to the training dataset
(2) A discriminator D NN which determines the probability of a given sample arises from
the actual training data rather than having been produced by G

the generator network G should be trained to maximise the probability that the
discriminator network D makes a mistake: that is, G should generate pseudo-data
samples that are virtually indistinguishable from the actual data

205

Generative adversarial networks

206

Generative Adversarial Networks
Architecture for an unsupervised neural network training (unlabelled samples)
Based on two independent nets that work separately and act as adversaries:
the Discriminator (D) undergoes training and plays the role of classi er
the Generator (G) and is tasked to generate random samples that resemble real
samples with a twist rendering them as fake samples.

fi

207

GAN training
As with other NN architectures one uses GD to train GANs, but now one has to
update sequentially the model parameters of both G and D
Take a sample of N data points from the training set

{xn}Nn=1

xn = (xn,1, xn,2, …, xn,p)

p = number of
features per sample

Produce a sample of N pseudo-data points from generator G (at ite0 this is random noise)

{zn}Nn=1

zn = (zn,1, zn,2, …, zn,p)

Evaluate the cost function: since we are dealing with binary classi cation (true/false) the
appropriate cost function is the cross-entropy

N

1
C (θD, θG) =
log D(xi) + log(1 − D(G(zi))))
(
N∑
n=1
NN params of G
NN params of D

output of D when input
a ``fake’' data sample produced by G

output of D when input
a real data sample

Train D using GD to maximise its discrimination capability

fi
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GAN training
Evaluate the cost function: since we are dealing with binary classi cation (true/false) the
appropriate cost function is the cross-entropy

1 N
C (θD, θG) =
log D(xi) + log(1 − D(G(zi))))
(
N∑
n=1
Train D using GD to maximise its discrimination capability

vt = ηt ∇θD C(θD,t, θG,t) ,

θD,t+1 = θD,t − vt

At this point D can tell apart data from pseudo-data pretty well, so we need to train G to
generate better (closer to the training set) pseudo-data samples
Produce a sample of N pseudo-data points from the generator G

{zn}Nn=1

1 N
C (θD, θG) =
log(1 − D(G(zi)))
N∑
output of D (now with its parameters
n=1

vt = ηt ∇θG C(θD,t, θG) ,

θG,t+1 = θG,t − vt
fi
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fi

xed)

GAN training

the generator and discriminator
are sequentially trained and
iterated until convergence is
achieved, at this point D cannot
tell apart the pseudo-data from G
from the real data

210

GAN training
initial training

intermediate training

long training

convergence!!
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Image generation with GANs

https://thispersondoesnotexist.com/
212

Image generation with GANs

https://thispersondoesnotexist.com/
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Image generation with GANs

214

Image generation with GANs

https://deepdreamgenerator.com
215

Symmetry in Pattern
Recognition

216

Supervised learning and classi cation
The goal is to predict a class label from a pre-de ned list of possibilities

the simplest type of problem is binary classi cation (yes/no problems)
e.g. should I put this email in the spam folder?

but in general one considers multiclass classi cation ( > 2 categories)
e.g. which type of bird is the one I just photographed?

In the context of ML applications there exist a large number of approaches to
classi cations tasks. The most basic one is based on assembling a discriminant
function that maps each input data point to its speci c class
model parameters

xi → g (xi, θ)
discriminant
(aka activation function)

g = 1 if xi ∈

2

g = 2 if xi ∈

3

fi

fi

fi

fi

fi

𝒞

𝒞
fi

1

217

𝒞

input data point

g = 0 if xi ∈

Supervised learning and classi cation
The goal is to predict a class label from a pre-de ned list of possibilities

the simplest type of problem is binary classi cation (yes/no problems)
e.g. should I put this email in the spam folder?

but in general one considers multiclass classi cation ( > 2 categories)
e.g. which type of bird is the one I just photographed?

cat or dog?

fi

fi

fi

fi
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Linear classi ers
In this class of problems, the dependent variables yi are discrete and take
values m=0, …, M-1, so the index m also labels the M categories
The goal is to classify the n input samples, each composed by p
features, intro the M possible categories of the problem
The simplest classi er is the perceptron: a linear classi er that
categorises examples from a linear combination of the features

σ(si) = sign(si) = sign (xiT θ + b0)
Q: what would the features be
in the previous example?

xi = (xi,1, xi,2, …, xi,p)

p features
of the samples

model parameters

θ = (θ1, θ2, …, θp)

fi

fi

fi

fi

a perceptron is a hard classi er where each sample is
assigned to a category with 100% probability

Perceptrons
You can think of a perceptron as a very simple, linear neural network

y = 1 if (xiT ω + b0) ≥ 0

y = − 1 if (xiT ω + b0) < 0

activation function: rescaled
theta function

220

Linear classi cation

Category ``1’’
Category ``2’’

Only suitable for a limited number of classi cation problems!

fi

fi
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Pattern recognition
Modelling classi cation with feedforward deep networks

P(yi = 1 | xi, θ) = NN(xi; θ)
may appear at rst glance to work also
with pattern recognition in images

Q: what do we need to do to ``feed’’
such images to a deep feed-forward

fi

fi

network for training?

Pattern recognition
P(yi = 1 | xi, θ) = NN(xi; θ)

An image is is just a matrix of values (RGB intensities in each pixel), hence it
seems amenable to standard DNN classi cation?

fi

Q: why do you think that this may not be the case?

Pattern recognition
A brute-force approach (DNN) approach is no good for pattern recognition since:
It ignores that patterns exhibits a number of symmetries e.g. invariance under
translations, re ection, or rotations
It ignores that a pattern has intrinsic structure e.g. if a car has wheels on one
side it will also have wheels on the other
It ignores that a pattern is composed by spatially ordered features. e.g. the
whiskers of a cat are always close to the eyes

fl

cat

Pattern recognition
A brute-force approach (DNN) approach is no good for pattern recognition since:
It ignores that patterns exhibits a number of symmetries e.g. invariance under
translations, re ection, or rotations
It ignores that a pattern has intrinsic structure e.g. if a car has wheels on one
side it will also have wheels on the other
It ignores that a pattern is composed by spatially ordered features. e.g. the
whiskers of a cat are always close to the eyes
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cat

still a cat!

Pattern recognition
A brute-force approach (DNN) approach is no good for pattern recognition since:
It ignores that patterns exhibits a number of symmetries e.g. invariance under
translations, re ection, or rotations
It ignores that a pattern has intrinsic structure e.g. if a car has wheels on one
side it will also have wheels on the other
It ignores that a pattern is composed by spatially ordered features. e.g. the
whiskers of a cat are always close to the eyes

cat

still a cat!

again, still a cat!

These three images
would be treated as
completely different
by a DNN, while they

fl

are the same!

Learning with symmetry
Like physical systems, many datasets and supervised learning tasks also possess
additional symmetries and structure what can (and should) be exploited
e.g. we want to train a classi er to identify pictures of
cats. What high-level features must one learn rst?

fi

fi
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Learning with symmetry
Like physical systems, many datasets and supervised learning tasks also possess
additional symmetries and structure what can (and should) be exploited
e.g. we want to train a classi er to identify pictures of
cats. What high-level features must one learn rst?
The features that de ne ``cat’’ are local in the
picture: whiskers, tail, paws …: locality
Cats can be anywhere in the image: translational
invariance
Relative position of features must be respected (eg
whiskers and tail shoaled appear in opposite sides
of ``cat’’): rotational invariance
Our classi er should exhibit all these high-level features

fi

fi

fi

fi
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Learning with symmetry
Like physical systems, many datasets and supervised learning tasks also possess
additional symmetries and structure what can (and should) be exploited
e.g. we want to train a classi er to identify pictures of
cats. What high-level features must one learn rst?
The features that de ne ``cat’’ are local in the
picture: whiskers, tail, paws …: locality
Cats can be anywhere in the image: translational
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Relative position of features must be respected (eg
whiskers and tail shoaled appear in opposite sides
of ``cat’’): rotational invariance

fi

fi

fi
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Learning with symmetry
Like physical systems, many datasets and supervised learning tasks also possess
additional symmetries and structure what can (and should) be exploited
e.g. we want to train a classi er to identify pictures of
cats. What high-level features must one learn rst?
The features that de ne ``cat’’ are local in the
picture: whiskers, tail, paws …: locality
Cats can be anywhere in the image: translational
invariance
Relative position of features must be respected (eg
whiskers and tail shoaled appear in opposite sides
of ``cat’’): rotational invariance
Our classi er should exhibit all these high-level features

fi

fi

fi

fi
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Learning with symmetry
our goal is to create models which are invariant wrt certain transformations of the inputs
Aim: to hard-code these invariance properties into the structure of the network
extensively used for applications in pattern recognition
e.g. classify handwritten digits

Output: posterior
Inputs: set of pixel intensity

probability distribution

values of each image

over the 10 digit classes

Q: what kind of symmetries must we built-in in our ML classi er model?
fi
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Learning with symmetry
what kind of symmetries must we
built-in in our ML classi er model?
some are obvious choices …

Invariance under translations
Invariance under scaling

fi
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Learning with symmetry
what kind of symmetries must we
built-in in our ML classi er model?
Invariance under translations
Invariance under scaling
Invariance under small rotations
Invariance under smearing
Invariance under elastic deformations
but others are more non-trivial!

fi
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Convolutional
Neural Networks

235

Convolutional Neural Networks
the simplest approach would be to input the images to a fully connected NN which
given enough training data (and time) would learn the symmetries by example
pixel #1
pixel #2
pixel #3
….
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Convolutional Neural Networks
the simplest approach would be to input the images to a fully connected NN which
given enough training data (and time) would learn the symmetries by example
however this way a crucial property is ignored: nearby pixels are strongly correlated
we should aim instead rst to identify local features that depend on small subregions
afterwards such local features can be combined into higher-level ones
Convolutional Neural Networks (CNNs) are architectures that take advantage of this
additional high-level structures that all-to-all coupled networks fail to exploit

fi
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Convolutional Neural Networks
A CNN is a translationally invariant neural network that respects locality of the input data

Depth: number of
input channels

D=3 for RGB images
Height (H) and Width (W)

neuron activation state:

determined by number of pixels

convolution with local spatial lter

pooling layers reduce H, W

(eg 3 x 3 pixel grid)

while preserving D

fi
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Convolutional Layer
1 0 1
Kernel = 0 1 0
(1 0 1)
Sweep a kernel along the input
image (5 x 5 pixels). Here the
Kernel is (3 x 3) hence the
convolved feature is (3 x 3)

e.g. rst row & rst layer: 1x1 + 1x0 + 1x1 + 0x0 + 1x1 + 1x0 + 0x1 + 0x0 + 1x1 =4

The goal of the Convolutional Layers to to identify lowlevel features in images such as edges

fi

fi
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Convolutional Layer

Depending on the choice of kernel, padding, and stride
length we will get different results for a convolved layer
Q: which parameters of the CNN can then be tuned during the network training?
240

Convolutional Neural Networks
Convolution layer of input with lters/kernels

CNNs are composed by
two kinds of layers
Pooling layer that coarse-grains the input while
maintaining locality and spatial structure
Q: Assume you have a 4x4 image: how you can coarse-grain information?

3
0
1
14

2
1
6
8

5 7
0 8
9 23
6 3

fi
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Convolutional Neural Networks
Convolution layer of input with lters/kernels

CNNs are composed by
two kinds of layers
Pooling layer that coarse-grains the input while
maintaining locality and spatial structure

e.g. MaxPool, the spatial
dimensions are coarse-grained by
replacing a small region by single
neuron whose output is maximum
value of the output in the region
in average pooling, one averages
over output in region

fi
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Convolutional Neural Networks
Convolution layer of input with lters/kernels

CNNs are composed by
two kinds of layers
Pooling layer that coarse-grains the input while
maintaining locality and spatial structure
original image image

pooled image

Average Pooling
fi
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Convolutional Neural Networks
the convolution and pooling layers are followed by an all-to-all connected layer and a highlevel classi er, so that one can train CNNs using the standard backpropagation algorithm

After convolution + pooling layers, we can atten our images and input them to a regular DNN!

Q1: what we have gained? Why this is better than just attening out the original images?

fl

fl

fi
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Convolutional Neural Networks
the convolution and pooling layers are followed by an all-to-all connected layer and a highlevel classi er, so that one can train CNNs using the standard backpropagation algorithm

After convolution + pooling layers, we can atten our images and input them to a regular DNN!

Q2: Do you think we can tailor kernels/ lter to identify speci c features of a pattern?

fi

fl

fi

fi
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Convolutional Neural Networks

original

Input to DNN

image

classi er

fi
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fi

Convolutional Neural Networks

rst convolutional
layer: identify edges,
surfaces, contrast
differences, kinks …

247

nal convolutional
layer: high-level
features of ``car’’ to
be feed to the DNN
classi er

248
fi

fi

Convolutional Neural Networks

Convolutional Neural Networks

We can choose lters of a CNN to highlight speci c colour combinations, lines in
speci c directions, edges or angles of a given size ….

fi

fi

fi
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CNNs in Physics and Astronomy

What is this image?
250

CNNs in Physics and Astronomy

This is how the black hole image is processed by
the intermediate convolutional layers of a CNN
251

CNNs in Physics and Astronomy

This is how the black hole image is processed by

Q: can you identify what is

the intermediate convolutional layers of a CNN

the task of each lter?

fi
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Summary
Machine learning techniques are by now ubiquitous in (astro-)particle physics and in
gravitational wave astronomy
Not only they make possible a performance speedup and ef ciency gain for existing
tasks, their availability realises new scienti c goals thought to be unattainable
Up to here we have presented the basics of ML algorithms: in the following, speci c
applications to Nikhef research in ATLAS, LHCb, and GWs!
Thursday 9th June
•

Morning session II: machine learning for LHCb/ avor physics (Jacco de Vries)

•

Afternoon session I: hands-on tutorials with Jupyter notebooks (unsupervised learning) (Tanjona
Rabemananjara)

•

Afternoon session II: hands-on tutorials with Jupyter notebooks (ML for LHCb/ avor physics)

Friday 10th June
•

Morning session I: CNNs in gravitational wave physics (Amit Reza)

•

Morning session II: machine learning for LHC high-pT physics (Johnny Raine)

•

Afternoon session I: hands-on tutorials with Jupyter notebooks (CNNs in GWs) (Amit Reza)

•

Afternoon session II: hands-on tutorials with Jupyter notebooks (ML ATLAS) (Johnny Raine)

•

Drinks!
fi

fl

fi

fl

fi
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